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GridPP Log Book

1. Project

Name:  Grid based MonteCarlo Production and Distributed Analysis for BaBar.

Manager: Roger Barlow/Fergus Wilson
2. High Level Objectives and Level-1 Deliverables

Objective 1 (labeled A): 

Descriptive Name: Distributed Data Analysis system for BaBar using the GRID.

Purpose : To provide a distributed data analysis system capable of meeting the requirements of a 2 ab-1 B-factory using GRID LCG software and middleware to access BaBar and non-BaBar hardware.

Principal Client : BaBar Collaboration.

Successful Objective : Distributed data analysis framework to become the primary mode for GRID analysis of BaBar data.

High Level Risks:

1. LCG infrastructure outside our control.

2. Middleware reliability.

3. Divergence of US and European GRID middleware.

4. Running at non-BaBar sites requires elimination of Objectivity as the database. Scheduled for removal Q4 2005.

Level 1 Deliverables: 
A1 (end Q4 2004): Assessment of BaBar requirements for data analysis over the next 3 years (metric: assessment document).
A2 (end Q2 2005): Data analysis using a BaBar physics topic using currently available GRID infrastructure. (metric: analysis of 100 fb-1).
A3 (end Q4 2005): Distributed analysis possible at all participating BaBar Tier 1 and 2 sites. (metric: successful distribution of analysis of 200 fb-1 among BaBar UK Tier 2.)
A4 (end Q2 2006): Transition to full LCG infrastructure for analysis at all participating BaBar UK sites (metric: ability to complete analysis at non-BaBar UK site).
A5 (end Q4 2006): Data analysis of any physics topic using full LCG infrastructure at all participating BaBar and non-BaBar UK. (metric: multiple users performing multiple analyses at multiple sites)
A6 (end Q3 2007): Data analysis of any physics topic using full GRID infrastructure in Europe or US. (metric: multiple users performing multiple analyses at multiple sites on multiple continents.)

Objective 2 (labeled B): 

Descriptive Name: Distributed Monte Carlo production system for BaBar using the GRID.

Purpose : To provide a distributed Monte Carlo production system capable of meeting the requirements of a 2 ab-1 B-factory using GRID LCG software and middleware to access BaBar and non-BaBar hardware.

Principal Client : BaBar Collaboration.

Successful Objective : All BaBar UK simulation production to use the production system on BaBar and non-BaBar hardware. Secondary objective: Take-up by the non-UK community of BaBar.

High Level Risks:

1. LCG infrastructure outside our control.

2. Middleware reliability.

3. Divergence of US and European GRID middleware.

4. Running at non-BaBar sites requires elimination of Objectivity as the database. Scheduled for removal Q4 2005.

Level 1 Deliverables:

B1 (end Q2 2005 ) : Official BaBar production of simulated events using core LCG components on 2 or more BaBar UK Tier 2 sites. Metric:  2 million events per week per 100 cpus.
B2 (end Q4 2005) Official BaBar production of simulated events using core LCG components on all participating BaBar UK Tier 2 sites and testing on non-BaBar UK Tier 2 site. Metric:  1 million events per week per site.
B3 (end Q2 2006) Official BaBar production of simulated events using enhanced LCG at one or more non-BaBar UK Tier 2 site. Metric:  1 million events per week at non-BaBar UK Tier 2.
B4 (end Q4 2006) Official BaBar production of simulated events using all LCG features at all accessible UK GRID resources. (Metric: efficient production (90%) with numbers dependent on resources).
B5 (end Q2 2007) Official BaBar production of simulated events at all available European and some US GRID sites. Metric: Take up of production by sites aiming for 1 million events per week per 25 cpus.)
B6 (end Q3 2007): Production at all available US GRID sites using LCG or non-LCG GRID software (metric: uptake of production by all contributing US sites at for 1 million events per week per 25 cpus.)

3. Level-2 Deliverables or Milestones

Objective 1

Deliverable A1.1 (end Q4 2004) : Breakdown of the current BaBar data analysis system into modules and identification of replacement GRID components. (Metric: assessment document)

Deliverable A1.2 (end Q4 2004) : Update and convert AliBaBa to work with new BaBar data format. (Metric: successful submission/retrieval of simple jobs).
Deliverable A2.1 (end Q1 2005) : Specification document for data analysis of BaBar data with the GRID. (Metric: specification document).
Deliverable A2.2 (end Q2 2005) : Population of RLS (metric: successful use of RLS to manage data).

Deliverable A3.1 (end Q3 2005) : Select and develop a test analysis of a current physics topic: (Metric: analysis code runs on more than one site to analyse full dataset).
Deliverable A3.2 (end Q3 2005) : Assess experience and identify problems/improvements. Plan for replacement of Objectivity Database (due to be implemented around this time). Plan use of full LCG  functionality (metric: Review and planning documents)
Deliverable A3.3 (end Q4 2005) : Rollout the minimal LCG system onto all participating BaBar UK Tier 1 and 2 sites. (Metric: Successful analysis of full dataset distributed among the sites.)
Deliverable A4.1 (end Q2 2006) : Develop slashgrid (or its successor) as alternative method to accessing resources. (Metric: integration of slashgrid with data analysis.)
Deliverable A4.2 (end Q2 2006) : Data analysis job submission possible from multiple UK sites. (metric: successful job submission from all sites.)
Deliverable A5.1 (end Q3 2006) : Use RLS to drive distribution of conditions and configurations of BaBar data (metric: release of meta-data distribution tool). 
Deliverable A5.2 (end Q4 2006) : Use RLS to drive data distribution (metric: data distribution controlled by RLS).
Deliverable A6.1 (end Q1 2007) : Full LCG job submission to and from all participating European sites. (Metric: multiple analyse being performed at multiple sites). 
Deliverable A6.2 (end Q2 2007) : Job submission to and from SLAC. (Metric: successful use of US resources). 
Deliverable A6.3 (end Q3 2007) : Full documentation, instructions and review of project. (Metric: documentation).
Objective 2

Deliverable B1.1 (end Q1 2005) : Breakdown of the current BaBar Monte Carlo Production System into modules and identification of replacement GRID components. Identification of synergies with other groups e.g. Italy (Metric: document)

Deliverable B1.2 (end Q1 2005) : Install necessary LCG GRID software on one BaBar UK Tier 2 farm. (Metric: successful submission/retrieval of simple jobs).
Deliverable B1.3 (end Q2 2005) : Convert the current  Globus/VDT system to use minimal LCG and BaBar VO on one BaBar UK Tier 2. (Metric: acceptance and official BaBar validation of the generated events).
Deliverable B1.3 (end Q2 2005) : Rollout the minimal LCG system on 2 or more BaBar UK Tier 2 sites. (Metric: Successful production of  2 million events per week per 100 cpus).
Deliverable B2.1 (end Q3 2005) : Install  necessary LCG GRID software on all participating BaBar UK Tier 2 farms. Implement monitoring of sites. (Metric: job submission and monitoring are working).

Deliverable B2.2 (end Q3 2005) : Rollout the minimal LCG system onto all participating BaBar UK Tier 2 sites. (Metric: Successful production of 1 million events per week per site)
Deliverable B2.3 (end Q3 2005) : Assess experience with LCG and identify problems/improvements. Plan for replacement of Objectivity Database (due to be implemented around this time). Plan use of full LCG  functionality (metric: Review and planning documents)
Deliverable B2.4 (end Q4 2005) : Identify one non-BaBar UK Tier 1 or 2 test site resource. Install BaBar software. Run MC generation. (metric: successful official generation of events, aim for 2 M/week/100 cpus).
Deliverable B3.1 (end Q1 2006) : Automate the updating of conditions and configurations at sites running MC production using GRID tools. (Metric: release of meta-data distribution tool.)
Deliverable B3.2 (end Q1 2006) : Documentation, guidelines, instructions and packaging of code for production at non-BaBar UK Tier 1 or 2 resource. (metric: documentation, successful reinstallation following guidelines)
Deliverable B3.3 (end Q2 2006) : Roll out production to a non-BaBar UK Tier 2 site (e.g. SouthGrid). (metric: successful official generation of events, aim for 2 million per week per 100 cpus).

Deliverable B3.4 (end Q2 2006) : Implementation of first tranche of non-core elements of LCG as defined in deliverable B2.3. Primarily the RB and load balancing (metric: implementation in official production).
Deliverable B4.1 (end Q3 2006) : Assess stability of production, identify problems and report back to BaBar/LCG. (metric: review and documentation of problems, efficiency etc…).
Deliverable B4.2 (end Q3 2006) : Further implementation of non-core elements of LCG (e.g. Resource Broker etc…). (metric: implementation in official production).
Deliverable B4.3 (end Q4 2006) : Roll out production to as many non-BaBar UK Tier 2 sites as possible. (metric: successful official generation of events, aim for 2 million per week per 100 cpus).

Deliverable B4.4 (end Q4 2006) : Assessment of current situation in US with view to using US resources. (metric: ongoing discussions, possible MOU, planning document).

Deliverable B4.5 (end Q4 2006) : Depending on BaBar computing plan, implement multi-point distribution of MC output direct to Tier 1 sites rather than only to SLAC. (metric: implementation of data distribution framework).

Deliverable B5.1 (end Q1 2007) : Full use of LCG features at BaBar and non-BaBar specific sites. (metric: assessment via review document).
Deliverable B5.2 (end Q2 2007) : Implementation of production at non-UK LCG sites wherever possible. (metric: increasing production and partnerships with other sites).
Deliverable B5.3 (end Q2 2007) : Implementation of production at US sites wherever possible. (metric: either successful running at one or more US LCG sites or specification design of US non-LCG production).
Deliverable B6.1 (end Q3 2007) : Depending on deliverable A5.3, integration of non-LCG requirements for running at US sites. (metric: successful running at one or more US sites).
Deliverable B6.2 (end Q3 2007) : Full documentation, instructions and review of project. (Metric: documentation).
4. Commentary

This section is filled in incrementally quarter by quarter as a means of documenting particular successes, failures, issues, problems and their resolution. It should be brief, but should provided a coherent record of the evolution of the work. It will be reviewed each quarter by the chair of the relevant board and by the Project Manager. It may be a hyper-link to an external document such as an EGEE quarterly report or a collaboration report. However, it should state explicitly which level-1 deliverables have been completed in the quarter and should comment explicitly on any level-1 deliverables that are overdue. In this case, a modified date should be agreed and a Change form should be sent to the Project Manager.
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Report 01 GridPP: James Cunha Werner Manchester, 4/12/2004

Jun – Set/2004: Prototype development.

1. Strategic level:

Human Resources: I became the guinea pig between computer developers and

users to guarantee quality assurance, friendlily user interface and software

reliability.

Resources: implementation of 2 parallel and independent environments. The test

bed with 10 WN and 1 CE, to implement new releases and grid tests. Production

environment (1CE and 70 WN) are running CERN simulations only.

Information management: development of “A to Z Babar Software” web page with

all necessary information to run Babar CM2 with LCG2 and job submission

prototype.

2. Babar software installation.

Babar software was installed in Manchester and all unitary operations were performed:

a. Babar software download from SLAC and installation.

b. Metadata load in Book Keeping.

c. Data download from SLAC.

d. Conditions and Configuration database installation and load.

e. Monte Carlo Production (event generations).

f. Data analysis (example package).

3. Prototype Development.

Grid Job submission prototype was developed and analysis and Monte Carlo

Production were run in test bed successfully. The prototype is achieving its goals

providing a base for subsequent work. Several different configurations and functionality

were implemented. Several others studies are planned to evaluate load, stress, and

reliability under several different scenarios.

4. Prototype spotted bottlenecks to use Grid LCG2 in real world production.

a. Revision of Babar web pages to support users help desk.

b. Quality assurance is missing to guarantee all environment is correct.

c. A complete complex project to be the proof-of-concept for grid computing.

d. Resource Broker at RAL/CERN fails 70% time under stress condition.

e. There is not SE/RLS/RI/RM available to Manchester to allow me integrate

metadata and RLS database through RLS C++ API and test large scale sharing

files and channel contention.

f. UI is not available through AFS for all users.

g. Stress test to evaluate possible channel contention and CPU lost of performance

when accessing same datasets by parallel applications.

h. Tier 2 based in dCache /JVM is an incognita under real analysis production due

sharing files between parallel processes.

5. Dissemination.

Talk at GridPP11 Meeting (Liverpool/UK).

Talk at BabarGrid – UK meeting (Manchester/UK).

Talk at Babar Collaboration Meeting (Dresden/Germany)
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Level 1 Deliverable A1 is complete and can be found at  http://www.gridpp.ac.uk/eb/BaBar/requirements.doc
This has become a hot topic as the amount  of Tier1 resources available to BaBar was proposed to be
Reduced ( !) by the Tier 1 board

Level 2 Deliverable A1.1 has been completed and is available at http://www.gridpp.ac.uk/eb/BaBar/description.doc
Level 2 Deliverable A1.2 has been completed (by Mike Jones).  His gsub system just needed a minor modification to locate tha kanga config file on the appropriate system.

Analysis jobs can now be sent from Manchester to the small farm run by James and the medium farm run by Alessandra.  There is still a lot of hard-wired detail in the scripts.  Submission from Manchester to the RAL farm works at the grid level, but has problems looking for the conditions database, which just needs sorting out some BaBar environment variables.  

James has established that the BaBar RLS (maintained in Italy) can have (meta)data written to it and so can in principle be used for our location service.

He has also been running a CM2 analysis, looking at pizero production in tau events, using the grid. This is being very succesful as an example for reading and analysising BaBar data with Grid techniques. He is documenting the process as he goes.
The post for the SP production at RAL is now being advertised

05Q1 Comments

James Werner has completed A2.2, the specification document. See

http://www.hep.man.ac.uk/u/jamwer, under ‘section 8’.  
Two prototype grid based analyses have been performed on BaBar data, using EasyGrid and the LCG software to study pizero production in tau events.
There have been problems with the RAL resource broker, circumvented for the time being by using the one it Italy.

Use of  the RLS works in  principle.

An abstract  has been submitted to the AHM.

We have taken responsibility for the BaBar CVS  package ‘BbgUtils’, to provide BaBarGridutilities. This guves us an interface for the typical BaBar physicist o use.

Chris Brew reports :

We currently have a system that is producing valid official SP6 roduction on the RAL Tier 1/A and the RALPP Tier 2 farms. I haven't run it flat out for an extended period yet but the current maxima are concurrent 100 jobs on the Tier A and 30 Jobs on the Tier, with an average job length of 8 hours that would give a theoretical weekly  roduction of 2.7M events/week. Objectivity is the limiting factor on both farms.

The system is fully integrated with LCG, using their tools for jobs submission/matching/monitoring and the SE/RLS system for recovering the output events. It currently needs an Objy server and an xrootd server (for Conditions and backgrounds respectively) at each participating site. I plan to include LCG farms at BaBar UK sites (where we can  nstall these two servers) as they are upgraded to SL3x, non BaBar sites I plan to leave until we can get rid of the requirement for an Objy server.

The post for the SP production at RAL has been interviewed for and a candidate has been offered the job.

05Q2 Comments

James Werner 
Apr-Jun/2005: Standards and production using EasyGrid prototype .

1. EasyGrid Prototype and production.

Since March EasyGrid Prototype is available for alpha test and experience acquisition in HEP production. The web pages contain specification and user manual for further analysis.

I have attended meetings with all community to disseminate the work done at ELBA (Babar collaboration) and GRENOBLE (metadata collaboration). 

Tests have been done, submitting with different conditions and studying configurations, standards and architectures that will be implemented in the final product in the first semester 2006. The information acquired with on going tests will update risk analysis page and improve several modules described in the web page, and provide a reliable and robust product.

2. Pi0 Project: Easygrid in real HEP project.

Algorithm 5 implements the last and most sophisticated pi0 reconstruction technique. It was run in all data available at Manchester (Run3) and at RAL (Run1, Run2, and Run4). These data are stored in 200 files 300 fb-1, with 500,000,000 events.

Results will be update in the web page, replacing Algorithm 5 old results with 80,000,000 Run3 data only (Deliverable A3.1 / Q3 2005).

This completes deliverable A2 (analysis of 100 fb-1 using the grid…). See http://www.hep.man.ac.uk/~jamwer/pi0alg5.html
3. Standards Implementation at UK.

There were discussions about introduction of standards that will make all worker nodes seen the same in UK. The advantage is all job scripts will look for the same initialization scripts and data structures, transparent to the users. EasyGrid will be much more standard, keeping its modular concept.

RAL/Tier 1 implemented the standards and preliminary results were quite interesting. I was able to run pi0 project without specify the CE or queue: the system find them by itself.

4. Metadata catalogue for Babar Experiment.

There are 3 different tests done with EasyGrid prototype:

a. Using RLS: the scripts were developed and discussed at Grenoble, where a test was shown. The results are very good, and there were no problems.

b. Using Book Keeper: there is the –dbsite parameter that allows users access book keeper from different sites.

c. Using VO_tag: this is a different approach, but works quite well for 1 dataset and 1 site. VO_tag is used for computing resources, however, in this context was used to store the skims available in the CE. The advantage is the easy search for CEs using ClassAds requirements. There were concerns about scalability and partial skims, under analysis.

Easygrid prototype is running with all options. More tests will decide what option will be implemented in production software.

5. EasyGrid for Monte Carlo generation.

Users require Monte Carlo generation in a different mode then production. Scripts were developed to support this additional functionality, inside the main concept of job submission system. Specification was update and more results will be available in deliverable A3.1 by September 2005, for pi0 project using algorithm 5. Preliminaries results allow evaluate efficiency and backgrounds in each tau decays

under consideration.

6. Meetings and dissemination activities.

EasyGrid concept was demonstrated in the following meetings (some are after 2nd quarter, but still working on issues of this deliverable):

a. Manchester users meetings.

b. Grenoble metadata meeting.

c. Elba Babar Collaboration meeting.

d. RAL/Tier 1 meeting 2nd June.

e. GridPP13 meeting – 4th July.

f. Ferrara workshop -13th July.

and submitted in the Grid2005 workshop paper in Detroit (under evaluation).

7. Other Activities: Post Graduate in CLTHE and Teaching C++ Programming Laboratory for third year.

 
Chris and Giuliano: GridPP status report for last three months:    

I've booked 25% of April, 15% of May and 10% of June to GridPP for SP work. Giuliano started on the 3rd of May and is booking 100% of his time to  GridPP. 

In Addition to all the general learning about BaBar and the Grid, Giuliano has set up the latest (SP8) round of SP production on running locally on the RAL Tier 1 (i.e. Not grid). 

We've: 

Adapted the SP6 scripts to run SP8 and were producing valdiation data by 30/06/05 (we're now producing >2 Million SP8 events per week on the Grid  at the RAL Tier 1 and RALPP Tier 2 combined). We've also added greater automation and monitoring to the scripts. 

Installed a new Objy server at RAL which has removed that limitation from the Farms we are currently using and will be rolling out  more servers to Tier 2 sites so we can make use of them. 

(With you and James) developed, tested and deployed a tagging scheme for locating BaBar Grid resources. 

Finally, we have just begun the work of adding the site of Birmingham to BaBar MC production. 
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James Werner :

A3.1 is complete.  In fact two different projects have been developed to test the system, one on (0 production (500 million events)and one on inclusive deuterons (1.6 billion events).  These are documented in http://www.hep.man.ac.uk/u/jamwer/pi0alg5.html and deutdesc.html
A3.2 is complete.
The replacement of the objectivity database system has been postponed, but the proposed replacement will (if it ever happens) be easier to handle

Full lcg functionality is already used by easygrid

There are severe problems with the installation of OS and packages at the sites, lack of precoedures for upgrades, the experiment software and the LCG.  Frequent grid errors were :  

  Inability to download fullboot.sh

  Inability to read JobWrapper output

   Connection error with the server

   Xrootd has problems when >200 jobs access files at once

   Problems accessing NFS from the Manchester producion farms

   IO bottlenecks reduce CPU efficiency to 15%

   The RLS/SE cannot handle more than 270 jobs

   The RB cannot handle more than 3 submissions per minutes

   Priorities at the sites can lead to long queue waits

The Manchester test farm will be extended to 10 nodes to study these and other problems

The assessment document can be found at http://www.hep.man.ac.uk/u/jamwer/#sec15
SP project:

B2.1 , 2.2 and 2.3 are complete. We are generating 15M events per week  on 3 UK farms.

For details see the talks at the SLAC collaboration meeting : http://www.slac.stanford.edu/BFROOT/www/Organization/CollabMtgs/2005/detSep05/Thur1b/Thur1b.html 
Giuliano Castelli reports:

A document on the current SP tools and their Grid replacements (GridPP Deliverable 1.1) has been written 
and now it is available here:    
http://hepwww.rl.ac.uk/PPDstaff/castelli/xSLAC.doc 
(perhpas we could put it in a more official web site -or ral or slac or gridpp- and call the .doc document with an other more appropriate name) 
 
The SPGrid tools have been presented to the September BaBar Collaboration Meeting . 

Take over responsibility for the day to day managing the SP production both locally on the RAL Tier A and the Grid Production is on going. 

Take over maintenance of the SPGrid scripts and responsibility for adding new features is on going. 

The BaBar SP Grid is running on 3 BaBar sites (RAL Tier 1 and  Tier 2, and Birmingham) and soon it will run on Manchester. 

BaBar UK-SPGrid produces: 

300 Concurrent jobs 
15M Events/week 
76 Million Events Total for SP8 
~ 5.6% of the whole production 
(UK-SPGrid + RAL ~ 13.0% of the whole production) 

Grid technologies are demonstrating their ability to aid BaBar in meeting its simulation needs 
Still a large untapped CPU resource available. 
We need to streamline the deployment of regional Objectivity and Xrootd servers 
We currently have set up resources to do >30M events per week 
Available resources in 2-3 Months should be capable of much more than that 
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James

A3.3 and A3 are nominally complete, in that a distributed data analysis of 200 fb-1 has been completed (see James Werner’s web pages: the (0 and(d projects.)  However the ‘participating Tier 1 and Tier 2’ sites comprise only RAL and Manchester, as these are the only ones at which BaBar data is available.  And the Tier 1/A site at RAL is accessible to babar users in a straightforward non-Grid manner, so there is no incentive for the typical Babar user to use Grid tools rather than the standard batch system.

The 40-node BaBar farms at various UK institutions are now getting old, and are not being supported by many sites. Some rearrangement has permitted the SP grid part of the project to make progress, but we have not managed to distribute data across them as we had hoped would happen.  Rather than maintaining and enhancing such farms, development has taken us to Tier 2 centres  run largely by and for LHC experiments.  (Which is understandable and in its way a good thing, but is not the way we had foreseen things happening.)
To move forward, at Manchester we have used the 40 node Babar farm to create a 10 node ‘Testbed’, maintained by James.  He has installed a full lcg system with a resource broker, Storage Element, Compute Element and  BDII, and 6 worker nodes.  His experience in setting this up has been valuable, and his ‘rollout the minimal lcg system’ instructions on the web (http://www.hep.man.ac.uk/u/jamwer/lcgger.html) are proving very useful worldwide.  

To provide a solution to a problem the users actually want to solve, he has provided the ‘easyroot’ command. This uses many of the components of easygrid to enable the user to run a ROOT analysis on a large number of ntuple files – testing this on the TauUser ntuples that are the official ntuples of the BaBar tau analysis working group.  He has copied the complete set ofthese ntuples to Manchester (some existed already, but not all of them) and this has enabled a PhD student who previously ran her jobs (slowly!) at SLAC to work at Manchester.  Now that she has blazed the trail, we expect other similarly placed users to follow.  At present this is restricted to running on the 6 worker nodes (12 CPUs ) of the testbed, but the other 30 nodes are being installed as an LCG site, which will greatly increase the analysis power, and enable the testbed to take up its proper role as a development site on which new software can be tested without disrupting users’ work patterns.

After this the easyroot system will be extended to use the Manchester Tier 2 system, with 1000 nodes available.  This presents another technical problem as this farm uses dcache as its storage system: work is in progress to copy the ntuples from their present nfs files to the dcache system, and to incorporate the root facility to read dcache files into easyroot.

Chris and Giuliano
UK-SPGrid is the 6th largest producer of BaBar Monte Carlo 262M Events(out of 3.5B) producing 26M Events per week running 5-600 Concurrent Jobs on 4 Sites. Our current rate of Production is about 9.5% of the total:
http://www.slac.stanford.edu/BFROOT/www/Computing/Offline/Production/rates8.html
UK SPGrid is also the 3rd largest user of the Grid in the UK:
http://goc.grid-support.ac.uk/gridsite/accounting/tree/gridppview.php

Level 1 Deliverables:
---------------------

B2 (end Q4 2005) Official BaBar production of simulated events using core LCG components on all participating BaBar UK Tier 2 sites and testing on non-BaBar UK Tier 2 site. Metric:  1 million events per week per site.

Done, Production at RAL Tier 1, B'ham, RALPP and Manchester (Manchester waiting for hardawre upgrade before we can get 1M Events per week). Jobs routed via three LCG Resource Brokers using site tags in the info system to locate compatible resources. Output data is saved back to LCG storage elements for later retreval. See:

http://hepunx.rl.ac.uk/BaBar/uk-spgrid/reports/uk-spgrid-account.html

Test jobs run at many non BaBar GridPP sites but problems accessing Objectivity Conditions databases across firewalls means that we cannot run real generation jobs there yet. Working prototype of retreval of non-Objectivity input data from SRM finished but  not deployed since without the Conditions it offers no gain.

Level 2 Deliverables:
Deliverable B2.1 (end Q3 2005) : Install  necessary LCG GRID software on all participating BaBar UK Tier 2 farms. Implement monitoring of sites. (Metric: job submission and monitoring are working).

Done:

http://hepunx.rl.ac.uk/BaBar/uk-spgrid/reports/uk-spgrid-report.html
http://hepunx.rl.ac.uk/BaBar/uk-spgrid/map/spgrid-map.html

Deliverable B2.2 (end Q3 2005) : Rollout the minimal LCG system onto all participating BaBar UK Tier 2 sites. (Metric: Successful production of 1 million events per week per site)

Done
http://hepunx.rl.ac.uk/BaBar/uk-spgrid/reports/uk-spgrid-account.html


Deliverable B2.4 (end Q4 2005) : Identify one non-BaBar UK Tier 1 or 2 test site resource. Install BaBar software. Run MC generation. (metric: successful official generation of events, aim for 2 M/week/100 cpus).

BaBar Software installed at Oxford to run against remote Conditions databases whist downloading the Background trigger events to be mixed into the production for GridPP storage. Jobs ran successfully for 500 to 1000 events but then crashes ~95% of the time. This was true against both the RAL and Manchester Conditions Databases. More testing is required to see if we can get round this but until a solution is found production at Non BaBar UK sites will have to wait for the Objectivity replacement.

Presentations on UK SPGrid work:

The poster "Anti-Matter Simulation Production with LCG and UK-SPGrid" 
has been presented to the GRID 2005 - 6th IEEE/ACM International
Workshop
on Grid Computing, Seattle, Washington, USA on Nov 13-14:
http://hepwww.rl.ac.uk/PPDstaff/castelli/documents/Grid2005-6th-IEEE-ACM
-InternationalWorkshopOnGridComputing-poster.pdf

-->
"SP and the GRID" has been presented to the UK-BaBar Meeting in
Liverpool
on Nov 30th:
http://hepunx.rl.ac.uk/BFROOT/meetings/physmeet301105/agenda.html .

-->
"UK-SPGrid Update" has been presented to the December  BaBar Collaboration Meeting on Dec 13th:
http://www.slac.stanford.edu/BFROOT/www/Organization/CollabMtgs/2005/detDec05/Tues2a/Tues2a.html


Collaboration with other GRID working groups:

A collaboration with the Canadian BaBar group in Victoria at UVic (University of Victoria) that is developping a Canadian Grid, has started after Giuliano spent some days there after the poster presentation at the International Workshop on Grid Computing in Seattle. An internal document of a possible commom UK and Canadian Grid path has been produced, but for pursuing on this 
way pc allocations have to be put on both sides with common software, and we are thinking where and how to gain these resources. The canadians would be very happy to go further on this project.
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Here's the Quarterky report for me and Giuliano.

Yours,
Chris.


Deliverables:

B1: Done

B2: Done Production at RAL, RALPP, Bham and M/Cr.
 B2.1: Done

 B2.2: Done

 B2.3: Done

 B2.4: Done - Testing at Oxford, QMUL and Lancs shows remote access to Objy DB is unfeasable - Running at Non BaBar sites is deferred until replacement is available.

B3: Will be delayed until Objectivity replacement is available

 B3.1 Delayed (See B2.4)

 B3.2 Done - Site installation documentation on GridPP BaBar Wiki

 B3.3 Delayed (see B2.4)
 B3.4 Done - Production uses RB to direct jobs, SE and LFC for storage registration and  retreval of results and R-GMA is used to
monitor      jobs

B4: Production efficiency measured at 93% for production so far

 B4.1: Ongoing - Need to produce Docs

 B4.2: Done (see A3.4)

Additional Work:

 o Development of drop in replacement for the standard BaBar non-grid submission
   command at RAL (bbrbsub) which submits via edg-job-submit rather than qsub. 

 o Integration of above into BaBar Simple Job Manager framework for user analysis
http://www.slac.stanford.edu/BFROOT/www/Computing/Distributed/Bookkeeping/SJM/SJMMain.htm

 o Modification of BaBar Offline framework to allow it to read data
directly out of dCache and DPM Storage elements, working to get changes into official BaBar Codebase
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Jan-Mar/2006: Easygrid product development


####   No Deliverables foreseen in contract this period. ####

1. Set a little production farm for Manchester.

A farm with 60 CPUs was set to provide production resources for BaBar Tau group. Easygrid was extended to integrate TauUser job submission. This is a major achievement, because is helping a 4th year PhD student that does not have results until now.



2. Performance test.

There were 23 different tests using several different data access: NFS at 1Gbs, NFS at 100 Mbs, storage element gridftp, mixing grid and local batch programs in nice to use cpu during iowait, etc. There were 1, 3, 6, 12, 56 jobs in parallel for each test. Xrootd was not tested yet because Sabah is  busy moving people up and down.



3. Main farm production. No Progress



4. Tags for datasets No progress

5. Gridification algorithm.

I submitted a paper to 15th Conference Paris. Papers must be approved by  BaBar collaboration. To overcome this difficulty, the paper did not  mention the problem (BaBar/HEP, etc) I was solving or any result (the  discriminate), only the algorithm itself. The paper was refused because was very strange (looks like no need for it  and no use!!!). When I submitted papers to the collaboration, my paper was published and my name was removed. I do not know what to do.


6. Discrimination background / neutral pions.

This is a functional gridification benchmark. Genetic programming was used to find evolutionary discriminate functions to distinguish between background and real neutral pions with 82% accuracy. It opens several  possibilities, such as pion/kaons discrimination, and could be used in the future to find Higgs bosons in LHC experiment.


7. EasyGrid product development:

I am studding several ways to structure the final product. There will be changes from the original specification to achieve safest conditions of 
submission and recovery. There will be 2 levels of commands: one level  submission (MC, analysis, root, applications, etc), and a second level 
management (easygrid). 


8. Standard model course.

I am attending the course, and I believe genetic programming could be used to generating functional to map SM lagrangeans in observables. I will use this, running in grid, to fit observable from Tau decaying in N neutral pions.



9. IoP 2006

I wrote a wonderful poster for IoP 200

06Q2 Comments

Chris and Giuliano

During the last quarter the BaBar GridPP efforts has taken on a major new project in attempting to move the data skimming step in the BaBar
offline processing to the grid. Previously this compute intensive step has been done at a small number of sites worldwide. The plan now is to
do this on the grid at some of the larger tier 2s in the UK. Hopefully this will compensate for the lack of new resources for BaBar at the RAL
Tier 1 and enable us to reclaim at least some of the common fund rebate we have lost.

 
Simulation Production:
 
The simulation production work is now essentially a production system, Chris Brew and Giuliano Castelli continue to refine the code and
documentation and react to changes in the grid middleware, for example in this quarter we have brought into production a Job Monitor based upon
R-GMA rather than on edg-job-status and made changes to the way the input data is presented to the Simulation Application, (more details
are given below) and are preparing to start the replacement of the EDG job management interfaces with their gLite successors. We are currently
running jobs on 4 UK sites (RAL, RALPP, Birmingham and Manchester) and have run tests at a number of other sites (Oxford, Lancaster, QMUL,
etc). We are hampered by the need for access to an Objectivity database for the experimental configuration and conditions information. The
project to replace Objectivity with MySQL and root files (not a GridPP Project) is advancing and test versions are available for user analysis
applications which need a smaller range of detector information than the simulation production. QMUL has repeatedly promised us access to a
machine to install Objectivity and the databases on but we are still waiting. In this quarter we have passed the 500,000,000 events generated
mark.

New developments this quarter:


R-GMA based job monitor.


Previously the 'grid-submit' job robot would use 'edg-job-status' to query the status of all the submitted, but not completed, jobs before
deciding whether to submit a new tranche of jobs based on the number of running and queued jobs in the system. Querying the status of 500+ jobs
could take up to 20 minutes meaning that each submit cycle had to submit more jobs to keep the system full and was so less reactive to grid
weather conditions.


The publishing of the job status changes via R-GMA has allowed us to implement a separate daemon that runs a long running R-GMA query for the
statuses of jobs run by the production managers DN, matches these to the run id and updates the status file with the current status. A full
status query now takes less than five minutes.


Input Data Delivery.


Each Simulation run requires input from a "Background Collection" of non-events recorded in the detector when none of the event triggers have
been passed. These are used to simulate detector noise and machine backgrounds. Previously the SP jobs read these from an xrootd server
running at each site. We can now copy these from a local (or remote) storage element and read them from a local disk in a site initialisation
script. Each collection is a group of up to about 5 files and contains events from a specific months running and since we tend to run large
numbers of jobs for the same month at once, if two jobs end up on the same worker node it is efficient for them to share these files. The new
initialisation and wrap-up scripts handle creating a "joint" area to hold the files, downloading the files (with retries in case of failures)
by only one of the processes and only deleting the files when no more jobs on that node require them. This eliminates the need for an xrootd server at each site.

More documentation can be found at: http://www.gridpp.ac.uk/wiki/Category:BaBar_SPGrid


Of the Milestones/Metrics due for completion this month the status is:

B3.3 Roll out production to a non-BaBar UK Tier 2 site (e.g. SouthGrid).
Ongoing, the software has been installed and tested at a number of non-BaBar UK sites, however production at theses sites is impossible
without local access to an Objectivity database. WAN access to the database seems to result in less than 20% success rate.

B3.4 Implementation of first tranche of non-core elements of LCG as defined in deliverable B2.3. Primarily the RB and load balancing

These have been in production for a long time now. 


Skimming:
 The development of Skimming on the grid draws upon the experience we have in porting the SP to the grid and many of the processes and services will be based upon those developed for SP.


The job creation and management will be down with the TaskManager software previously developed by BaBar, this is being rewritten by Will
Roethel to better support both local submission and submission to the grid. This is well into the implementation phase with a test database
created at RAL, task and job creation both working (a task is a set of related jobs) along with job submission to local and grid resources.

Giuliano has adapted and automated the procedures used to build a  distributable SP tarball to do the same for the Skimming Application
(reducing the distribution from a full BaBar release, about one and a half to two GigaBytes to less that 25 MegaBytes for just the files
needed for skimming). This uses ldd and strace to analyse the files required by the desired application during run time and packaging them
into a tarball that can be uploaded to the grid and installed on a grid site.


Skim jobs require much more input data than the SP jobs making copying
the input data to the worker nodes local disk at runtime impractical.
The options then either to persuade each site we want to run at to
install and maintain an xrootd system for us or to use the Storage
Element disk directly using the local access protocols (rfio and dcap).
Since the BaBar could uses root I/O to read and write it's data the
second is probably the easiest. Chris Brew has modified the BaBar
Framework code to correctly produce dcap, rfio and http urls to directly
access files from Storage Elements. He has also worked with the
maintainers of the BaBar root distribution to produce a root version
that supports dcap and rfio. These changes are current under test and
should make it into the BaBar framework in the near future.

Skimming Project Timeline and Milestones.


Weeks 1-3: Analysis phase of Grid requirements. 

*        Identify differences between Grid and local batch submission.

*        Job submission/monitoring procedures.

*        Configuration of jobs to run on Grid

*        Metric: successful running of single jobs and retrieval of      output from Tier-2s without overall job management.


Skim jobs have been run and recovered from the RAL Tier 1 and the RALPPand Manchester Tier 2s.


Weeks 4-6: Implementing the Grid environment into management framework

*        Setup the necessary environment (temporary storage, input data,      database).

*        Implement data resource location and import.

*        Test implemented components (Job submission, monitoring, validation,       and database updating and integrity).    Metric: successful running of multiple jobs and retrieval of output       including updating of book-keeping databases and job monitoring.
A task manager database has been set up at RAL, and the grid submission components integrated with successfully submission to the above
mentioned sites. Automatic recovery and job monitoring are underway. 

Weeks 7-9: Implementing the Merging Process

*        Optimizing & debugging the core physics processes.

*        Identifying weak/fragile parts.

*        Running the first complete merging jobs.

*        Metric: continuous running of multiple jobs with error-recovery,       book-keeping and load-testing.


Weeks 10-12: Test Production Shakedown and Full Production

*        Stress testing. Find optimal running setup

*        Evaluation of overall status. 

*        Identifying weak/fragile parts.

*        Management of data transfer to SLAC.

*        Documentation for installation, maintenance and production.

 *     Tagging of code as a package of export to other sites.      Metric: Validated production at full allowed capacity and
integrated into BaBar.


User Analysis

 
bbrbsub:

The aim of the bbrbsub project is to take the tools already used by babar physicists to submit jobs to the Tier 1 (the Simple Job Manager
and bbrbsub submission tool) and extend them to use grid functionality. Giuliano Castelli is working on this.


Currently supported features are:


o Submission to the Grid Resources at RAL and Manchester 
o Copying of files from the WNs local disk to the submission directory (n.b. not gridcopy, requires AFS) 
o Acquisition of AFS tokens from grid certificates

More documentation can be found at: https://www.gridpp.ac.uk/wiki/BaBar:_bbrbsub270
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Manchester, 30/06/2006

Mar-Jun/2006: Easygrid product development

1. Support little production farm for Manchester.

The 60 CPUs farm and the 10 CPUs testbed have been in continuous operation since November 2005, providing analysis resources to BaBar users at Manchester.


2. Deliverable A4.1: Develop EasyGrid Production.

The software was developed with all LCG functionalities, providing a generic site independent accessing resources job submission system with:

· Data tags for datasets available at SE’s /grid/babar/tags.

· Software tag for software releases (babar analysis and root software) at VO tags.

· Job to resources match completely site independent. 

· Analysis binary code replica over all CE’s closest SE that have resources available.

· Automatic and transparent application configuration.

· Reliable file transfer to upload data to SEs.

· Analyses jobs follow up/recovery procedures in user’s directory.

· Several utilities scripts to remove replicas, datasets, etc available.

EasyGrid software succeeds to submit jobs from RAL and Manchester front end to grid.  Production tests (pi0 project) will be performed next (see item 6), and the system will be delivered to users when production farm is fully operational and reliable.

3. Web site documentation.

EasyGrid web site was updated with new functionalities. For more information see http://www.hep.man.ac.uk/u/jamwer/ 

4. Standard procedures.

After the installation of new modules, any site can be made available through the following trivial procedures:

1. When Babar manager have installed babar software and it have passed post-installation checks and tests, he creates a script at

            $VO_BABAR_SW_DIR/bin/babar-grid-env-setup.sh

with the initialisation script on it. At Manchester it is:

            . /afs/hep.man.ac.uk/g/bfactory/etc/hepix/bashrc

Any special feature such as babar in a tarball could be set in the initialisation script. After run the script, the code will "see" babar environment and run analysis.

2. When babar manager have download a new release in the site and it have passed post-installation checks and tests, he has to check what CE have access to the new release and create a tag for each CE in the format:

     VO-babar-release-NNNN-Linux24SL3_i386_gcc323

where NNN is the release number (the same value of $BFCURRENT).

3. Initialisation script for Root (Object Oriented Framework For Large Scale Data Analysis) at $VO_BABAR_SW_DIR/bin/Root-NNNN-env-setup.sh, setting $ROOTSYS and $LD_LIBRARY_PATH.

At Manchester it is:

export ROOTSYS=/afs/hep.man.ac.uk/g/bfactory/package/root/4.01-02/Linux24SL3_i386_gcc323

export LD_LIBRARY_PATH=$ROOTSYS/lib:$LD_LIBRARY_PATH

export DISPLAY=localhost:10.0

Any special feature such as root in a tarball could be set in the initialisation script. After run the script, the code will "see" root environment and run user's code.

4. Root (Object Oriented Framework For Large Scale Data Analysis) version tag for each CE:

    VO-babar-Root-NNNN

where NNNNN is the version (e.g. Root-04.01-02).

5. When Babar manager have update conditions and configuration database, he should update condXXboot. At Manchester it contains:

[jamwer@pc105 BbSoft]$ cat $BFROOT/bin/cond18boot.sh

#OO_FD_BOOT=/afs/slac/g/babar-ro/objy/databases/boot/physics/V7/ana/conditions/BaBar.BOOT

OO_FD_BOOT=/nfs/babar03/Production/databases/conditions/physics/0192/BaBar.BOOT

export OO_FD_BOOT

echo Setting OO_FD_BOOT to $OO_FD_BOOT

6. Every time a new dataset is upload to the storage element, create a tag file at /grid/babar/Tags/ called dataset_name with the output of ls -l. This would be useful to develop an integrity test.

5. Paper accepted for AHM2006.

The paper “Grid computing in High Energy Physics using LCG: the BaBar experience” was accepted for publication at AHM2006.

6. Discrimination background / neutral pions.

This is the gridification benchmark and test. Genetic programming was used to find evolutionary discriminate functions to distinguish between background and real neutral pions with 82% accuracy. 

A paper draft was written with several feedbacks. A new software version was developed and now is under tests at SLAC. The final software version will be used in easygrid’s final tests.

06Q3 Comments
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Manchester, 30/09/2006

Jul-Sep/2006: EasyGrid product development

1. Support little production farm for Manchester.

The 60 CPUs farm and the 10 CPUs testbed have been in continuous operation between November 2005 and September/2006. Its operation will be resumed when it has been restarted in the new computer room. 

2. Deliverable A5.1: Use of RLS to drive BaBar data distribution.

The software to drive analysis software to sites with data/software available was developed. I replaced RLS by LFC and VOMS support was also introduced in all EasyGrid software. 

A set of standards was submitted in BaBar-Grid meeting 24/0706 that allows submit jobs where the data, software releases, and condition and configuration database were available. These standards are general and cover any BaBar installation in the world. The software was not tested yet because BaBar experiment manager did not implemented standards in all BaBar grid farms. 

The protocols to replicate data (such as TauUser) in the storage elements were developed and tested using lfc/dCache/tier2. The results of my reliable file transfer algorithm were very disappointing because when dCache failed providing the file, the software waits some time to restart and requests the file again, which produces a traffic jam that made dCache successes rates even lower. Another problem is when one job fails transferring data, do not matter how long the software waits and how many times it tries again, always will fail.

There will be new studies about method’s efficiency and contingencies, and a next session of tests when dCache/tier2 become available and more stable. The datasets asked in the BaBar-grid meeting to be used in the benchmark will be TauUser, raw datasets Tau11-Run4-OnPeak-R18b (90 files 400GB) and Monte Carlo data SP-3429-Tau11-R18b (90 files 400GB).
I reported in BaBar-grid meeting a list of problems in BaBar software infrastructure. Raw data analysis requires a direct connection between dCache and xrootd, the bookkeeper system operational, and conditions database installed.

3. Web site documentation.

EasyGrid web site have been updated with new functionalities. For more information see http://www.hep.man.ac.uk/u/jamwer/ 

This task will be performed continuously, every time some improvement is available.

4. Standard procedures to allow submit jobs in any BaBar farm (proposed at BaBar-grid meeting).

After the installation of new modules, any site can be made available through the following trivial procedures:

1. When Babar manager have installed babar software and it have passed post-installation checks and tests, he creates a script at

            $VO_BABAR_SW_DIR/bin/babar-grid-env-setup.sh

with the initialisation script on it. At Manchester it is:

            . /afs/hep.man.ac.uk/g/bfactory/etc/hepix/bashrc

Any special feature such as babar in a tarball could be set in the initialisation script. After run the script, the code will "see" babar environment and run analysis.

2. When babar manager have download a new release in the site and it have passed post-installation checks and tests, he has to check what CE have access to the new release and create a tag for each CE in the format:

     VO-babar-release-NNNN-Linux24SL3_i386_gcc323

where NNN is the release number (the same value of $BFCURRENT).

3. Initialisation script for Root (Object Oriented Framework For Large Scale Data Analysis) at $VO_BABAR_SW_DIR/bin/Root-NNNN-env-setup.sh, setting $ROOTSYS and $LD_LIBRARY_PATH.

At Manchester it is:

export ROOTSYS=/afs/hep.man.ac.uk/g/bfactory/package/root/4.01-02/Linux24SL3_i386_gcc323

export LD_LIBRARY_PATH=$ROOTSYS/lib:$LD_LIBRARY_PATH

export DISPLAY=localhost:10.0

Any special feature such as root in a tarball could be set in the initialisation script. After run the script, the code will "see" root environment and run user's code.

4. Root (Object Oriented Framework For Large Scale Data Analysis) version tag for each CE:

    VO-babar-Root-NNNN

where NNNNN is the version (e.g. Root-04.01-02).

5. When Babar manager have update conditions and configuration database, he should update condXXboot. At Manchester it contains:

[jamwer@pc105 BbSoft]$ cat $BFROOT/bin/cond18boot.sh

#OO_FD_BOOT=/afs/slac/g/babar-ro/objy/databases/boot/physics/V7/ana/conditions/BaBar.BOOT

OO_FD_BOOT=/nfs/babar03/Production/databases/conditions/physics/0192/BaBar.BOOT

export OO_FD_BOOT

echo Setting OO_FD_BOOT to $OO_FD_BOOT

6. Every time a new dataset is upload to the storage element, create a tag file at /grid/babar/Tags/ called dataset_name with the output of ls -l. This would be useful to develop an integrity test.

5. Paper at AHM2006.

The paper “Grid computing in High Energy Physics using LCG: the BaBar experience” was published at AHM2006 proceedings, and the poster showed my achievements using grid for distributed analysis (data gridification) and discriminating neutral pions from background using evolvable discriminate functions (functional gridification).

Despite it was just a poster there were interest by many people and very interesting discussions about further developments.

Report from Chris Brew and Giuliano Castelli

Simulation Production:

There has been little new development in the SP code, it is now in production and remains stable. Non objectivity based conditions databases are not yet available for SP so there has been no testing of the root based conditions DB yet.

Integration of SE protocols into BaBar Offline Framework

This is now complete, has been checking into the code repository and is incorporated into the nightly builds.

BaBar framework code has been tested reading against dCache, Castor as well as the standard xrootd and local file access with negligible differences in reading rates between the different technologies. Testing against DPM has not jet been done both because of the lack of a local DPM server to test against and because of the incompatabilities between the Castor and DPM implementations of RFIO.

Example instructions for rebuilding an existing release to use dcap of rfio can be found here:

http://www.gridpp.ac.uk/wiki/BaBar:_Rebuilding_the_BaBar_Framework_to_enable_file_access_over_DCAP_and_RFIO
Skimming:

Will Roethel updated TaskManager software previously developed by BaBar to better support both local submission and submission to the grid. 

Automatic recovery and job monitoring are working.

All the skimming part is now operative and we are running massive stressing tests for identifying the weak/fragile parts and fix them. 

We have almost run the first complete merging jobs. This part is anyway not on the grid, and most of the problems are grid related.

Grid Skimming Test:

Some massive stressing tests have been executed:

· 100 grid skim jobs of 100k events each on the Tier1 using the new babarL2000 queue.

· 250 grid skim jobs of 100k events each on the Tier2.

· 500 grid skim jobs with 100k events each on the Tier1 using the new babarL2000 queue.

· 500 grid skim jobs with 100k events each on the Tier2.

Example Error typology from the 250 100k event grid skim jobs on the RALPP Tier2

· Aborted 161

Reasons:

· 79 with: Cannot plan: BrokerHelper: no compatible resources

· 2 with: Cannot retrieve previous matches for 

· 80 with:Job proxy is expired.

· Done (Success): 89 but:

· 85 with “Exit code:          0”
· 4 with “Exit code:          1”
What happened to these exit 1 status jobs? 

This, at their end: copy the skimming output to the SE:


SA Root not found for host : heplnx204.pp.rl.ac.uk


No GlueSA information found for SE (vo) : heplnx204.pp.rl.ac.uk (babar)


lcg_cr: Invalid argument
So their output was lost.

Of those 85 successful jobs for the grid, only 65 are considered successful by BbkCheckSkims command.

The amount of disk occupied by the .root output files of these 65 successful jobs is a little bit less than 17.8 Gb, with an average of about 0.274 Gb per job.  

Summary of work at SLAC

From August 14th 2006 until August 24th 2006 Dr. G. Castelli visited

SLAC to begin implementation in the OSG framework of his previous work

on Monte Carlo production and core physics reprocessing using LCG. 

It was clear that Grid work at SLAC is not as advanced as in the UK but

that there is clear potential here to access a large number of machines

across the US if sites can be persuaded to use the Grid. SLAC itself

currently has only 10 or so machines connected to the Grid but is

preparing to become a Tier 2 site for the LHC. The 10 machines are part

of the standard batch system and have access to all the standard

resources. 

BaBar in the US does not have a VO so steps were taken by hand to enable

G.Castelli to run jobs at SLAC. Using his European Grid certificate he

was able to run simple jobs using OSG commands and to study the

environment in which the US Grid works. More complicated jobs using

BaBar software failed but, like LCG, tracking down the reason for the

failures is time-consuming and was not completed before leaving SLAC.

The OSG client was successfully installed as suggested by B. Bense in

http://www.opensciencegrid.org/index.php?option=com_content&task=view&id
=72&Itemid=65, and work on understanding these new tools, the OSG

structure (http://www.opensciencegrid.org) and the related

documentations was started.

G.Castelli made personal contact with the main people at SLAC

responsible for the Grid at SLAC: W. Kroeger, B. Bense and W. Yang. From

discussions with them it would appear that the work done in the UK on

Monte Carlo, core physics reprocessing and data analysis can be used to

leverage increased Grid resources at SLAC. Consequently there has been

renewed interest in using the Grid.

After the successful week at SLAC, the plan is to understand why the

full BaBar jobs failed on OSG. Then OSG can be integrated with the

standard Monte Carlo production and core physics reprocessing using the

same scheme as LCG. At this point the software can be pushed out to

those sites that wish to use it. This should also encourage greater

participation in the US Grid with greater investment in the necessary

resources such as a VO for BaBar.

Effort:

-------

Chris Brew 25%

Giuliano Castelli 100%

Report from Roger Barlow
The TauUser ntuples are being copied from Manchester nfs space into dCache on the NorthGrid Tier2 site.  These are some hundred of Gigabytes and the transfer is taking weeks.  This has partly been due to delays caused when my Grid certificate expired and my replacement had a new (lower case) DN and a new CA name.  There is also a bottleneck in the data flow, but it is not at present clear whether this is due to   the nfs server or dCache.

The next step will be to run batch root jobs on the Tier 2 site. Having eventually got the gssklog daemon reinstalled at Manchester,  at present it cannot be run from the worker nodes as the proxy is put in the wrong place.  Conversion from globus-job-submit to edg-job-submit may solve this, but comes with a fresh set of problems.

Hopefully once these are resolved we have a major resource to do ntuple analysis which physicists will want to use. It can then be developed to use the full BaBar data and analysis program.

06Q4 Comments

Skimming 

The main effort has been devoted towards the skimming project.
The following table summarizes all the computational steps involved in this task.


[image: image1]
All the steps work, but not all the software is optimized and automated in a standard way so that it can be proposed to a final user yet, some of the pieces are yet in a prototype stage. The actual effort is targeted to improve the user friendly aspect of the software, to massively test the whole chain of commands, to find and correct eventual bugs, to improve the efficiency and the reliability. This part is done using theTier2 at RAL.

In parallel we have started to set up the environment and install the needed software in Manchester, as well as to collaborate and train people there, as the real grid skimming production will run on the Manchester farm.  

There is also the never finished - as the project is still in progress - but always present need and duty of updating the documentation for the Task Manager Version 2.

G. Castelli met Tina Cartaro at the University of Trieste: Tina will be the next Skim Production Manager for the BaBar experiment for the next six months, the meeting was aimed to share the new Task Manager framework-experience vis-à-vis, and help her to correctly set up the new environment configuration.

A Skim Task Force with weekly phone meetings has been formed to push all this skim efforts, and a BaBar hyper-news mailing list has been created to share experiences, ask for and answer to questions, and to practically work with BaBar computing people around the world interested in the usage of the Task Manager Version 2.    

All the new software versions and the documentations files are continuously shared and backup via a CVS repository based at SLAC and mirrored at RAL.

Conference

G. Castelli presented the oral presentation BaBar Experience of Large Scale Production on the Grid at the 2nd IEEE International Conference on e-Science and Grid Computing held on Dec. 4 - 6, 2006, in Amsterdam, Netherlands in the parallel section W23b: Workshop on production Grids, on Dec 5, 2006.

The accepted peer-reviewed papers have been published in pre-conference proceedings by IEEE. Selected excellent work may be eligible for additional post-conference publication as extended papers in selected journals, such as FGCS 
( http://www.elsevier.com/locate/fgcs ).

Milestones

Regarding the milestones 
(http://www.gridpp.ac.uk/pmb/ProjectManagement/GridPP2_ProjectMap_6.xls)
4.1.9 

B3: Official BaBar production of simulated events using enhanced LCG at one or more non-BaBar UK Tier 2 site

4.1.10

B4: Official BaBar production of simulated events using all LCG features at all accessible UK GRID resources.

Both milestones are in progress and the Development work for them is substantially complete, in that the BaBar SPGrid tools use the LCG features for all grid operations. 

Deployment at non-BaBar sites is now paused while we wait for SP to use root-based rather than the objectivity-based conditions databases after tests showed that WAN access to Objectivity was too unreliable. The root-based databases should be available for the next round of BaBar Simulation Production which is due to start in February. Once the new code is available we will start the job of modifying the current production tools.
It should be noted that SPGrid has now entered a production phase with development mainly being restricted to bugfixes and reacting to BaBar or Grid Middleware code changes. The effort released by this has been redirected to work on Skimming.
Effort:

-------

Chris Brew 

25%

Giuliano Castelli 
100%

Tim Adye

15%
Report 10 GridPP: James Cunha Werner


Manchester, 21/12/2006

Sep-Dec/2006: EasyGrid product development

1. Testbed/little production farm at Manchester.

The 60 CPUs farm and the 10 CPUs testbed were not available since September/2006, despite there are 1,200 computers not in use at Manchester Tier2. I have expend my time looking for a new job, studying distributed analysis and data contention, and trying to obtain resources to develop a research described bellow to solve grid’s bottleneck. 

2. Distributed analysis using Gridpp implementation: actual status.

Requirements: find where data is available in LFC; replicate binary codes and great size files in the closest SE for each CE where data is available; submit the jobs; verify job status; recover results and diagnostic problems; upload data in the storage elements and upload LFC. Must be transparent: users can use grid knowing nothing about it.

Easygrid: users can submit BaBar analysis, Root analysis (not only for BaBar), or any other software (such as genetic programming for neutral pion discriminate function using task parallelism in grid). Marta Tavera (PhD student), Roger, and I have successfully submitted thousands of distributed analysis. For more information see J.C.Werner “Grid computing in High Energy Physics using LCG: the BaBar experience” AHM2006 at http://www.allhands.org.uk/2006/proceedings/ .

Dissemination: Three papers published and one waiting for answer in international refereed conferences. I wrote 2 technical reports describing in detail EasyGrid implementation and test:

· Grid Computing in high energy physics using LCG: the BaBar experience (http://www.geocities.com/jamwer2002/gridgeral.pdf)

· Elementary particle identification using evolvable discriminate function and grid (http://www.geocities.com/jamwer2002/gphep.pdf)  

See also EasyGrid Web pages at:

www.hep.man.ac.uk/u/jamwer
Concerns: EasyGrid is an intermediate layer between grid middleware and user’s software. If grid does not work, users will receive logs and messages, but not results. Users will look for another tools/solutions because their goal is develop high energy physics. Today, less than one year to CERN startup, despite I have succeeded doing distributed analysis, I still have the following concerns:

· Today, most jobs are Monte Carlo production and biomed. Both are CPU bond (huge amount of processing and few IO). Distributed analysis is mostly IO bond (lots of IO and relative few processing). Today’s file management is inefficient and worker nodes will be always in IOWAIT, consequently making grid inefficient.

· LCG looks like a batch system and not a grid environment. Global architecture should focus in the advantages of grid technologies, which allows services redundancy, scalability using huge number of little farms (and not few huge farms).    

· LCG contains too many packages, components, and configuration files. If something changes, all system fails and takes long time to fix it. The solution, trivial in my point of view, is a set of operational procedures following standards performed in testbed before implementation in production environment. The system would improve in a smooth way, without distress, even if slower.

· There are not fast strategies for upgrades, response, and remediation. 

3. Research proposal

I expend most of my time in this quarter studding virtual file systems implementations that are in production at Teragrid/USA and several HPC centres in USA. Grid for HEP is 100% data grid, and the storage model is not efficient enough: CPU load rarely will achieve more than 30%, making any cluster solution a better option than grid.

I have talked with Roger several times to develop a prototype with virtual file systems integrated with LCG Storage element. I required 10 computers from tier 2. Unfortunately, Roger believes the solution is slashgrid and alibabar, projects under his development for more than 6 years without any result. Gridpp will face a massive failure and fiasco next year when users submit their distributed analysis jobs using the available data distribution model.

4. Other activities

· Distributed analysis at GridPP17: http://www.hep.man.ac.uk/u/jamwer/gridpp17.doc

· University of Manchester’s Christmas meeting talks:

· EasyGrid Job Submission System and Gridification Techniques
· AI in HEP: Can “Evolvable Discriminate Function” discern Neutral Pions and Higgs from background? 
See http://www.hep.man.ac.uk/u/daveb/xmas2007.html for more information.

· Research project proposed to Atlas research groups at Queen Mary and Cambridge. The proposal try to use evolvable discriminate function to discriminate Higgs from background in Higgs to 2 gammas (the same approach used to discriminate neutral pions from background).
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Chris and Giuliano report

The main effort has been devoted towards the skimming project.
Task Manager version 2 is under testing at SLAC to evaluate at the end of April if it is ready to substitute Task Manager version 1.

Grid skim real production has started at Manchester exploiting all the data they have imported there until now.

The process of updating the documentation is always ongoing.

Weekly phone meetings take place for discuss the problems and the improvements.

All the new software versions and the documentations files are continuously shared and backup via a CVS repository based at SLAC and mirrored at RAL.

Conference

G. Castelli presented the oral presentation “Overview of Grid Computing within the BaBar Experiment” at the International Symposium on Grid Computing 2007 (ISGC 2007), Academia Sinica, Taipei, Taiwan, (26-29 March 2007).
Selected excellent work may be eligible for additional post-conference publication.
Milestones

Regarding the milestones 
(http://www.gridpp.ac.uk/pmb/ProjectManagement/GridPP2_ProjectMap_6.xls)
4.1.9 

B3: Official BaBar production of simulated events using enhanced LCG at one or more non-BaBar UK Tier 2 site

4.1.10

B4: Official BaBar production of simulated events using all LCG features at all accessible UK GRID resources.

Both milestones are in progress and the Development work for them is substantially complete, in that the BaBar SPGrid tools use the LCG features for all grid operations. 

Deployment at non-BaBar sites is now paused while we wait for SP to use root-based rather than the objectivity-based conditions databases after tests showed that WAN access to Objectivity was too unreliable. The root-based databases should be available for the next round of BaBar Simulation Production which is due to start in February. Once the new code is available we will start the job of modifying the current production tools.
It should be noted that SPGrid has now entered a production phase with development mainly being restricted to bugfixes and reacting to BaBar or Grid Middleware code changes. The effort released by this has been redirected to work on Skimming.
James Werner gave a presentation at the EGEE user forum on EasyGrid and data discrimination 
07Q2 Comments

Skimming 

The main effort has been devoted towards the skimming project.
Task Manager version 2 (TM2) has substituted Task Manager version 1 and is now used for skim production within the BaBar experiment at SLAC (USA), RAL/Manchester (UK), Padova (Italy) and Karlsruhe (Germany). 

TM2 is used with its Grid features in UK exploiting the big Manchester farm; the other farms in the other countries use instead the not-Grid configuration for the moment, even if at least in Padova there is some interest for the TM2 Grid applications in a near future.  

The process of the optimization of the source code and of the updating of the documentation is always ongoing.

Twice a week, on Mondays and Wednesdays, phone meetings take place for discuss problems and improvements.

All the new software versions and the documentations files are continuously shared and backup via a CVS repository based at SLAC and mirrored at RAL.

The graphs below show our use of the Tier 2 facilities at Manchester for skimming over the last week (production running) and 3 Months (testing then production):
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Simulation Production Milestones

Regarding the last milestones due to Giuliano:
(http://www.gridpp.ac.uk/pmb/ProjectManagement/GridPP2_ProjectMap_6.xls)

4.1.9 

B3: Official BaBar production of simulated events using enhanced LCG at one or more non-BaBar UK Tier 2 site

4.1.10

B4: Official BaBar production of simulated events using all LCG features at all accessible UK GRID resources.
4.1.11 

B5: Official BaBar production of simulated events at all available European and some US GRID sites
4.1.12
B6: Production at all available US GRID sites using LCG or non-LCG GRID software

They are in progress and the Development work for them is substantially complete, in that the BaBar SPGrid tools use the LCG features for all grid operations. 

Deployment at non-BaBar sites is now being tested again, the latest version of the BaBar SP code uses the root based databases rather than the previous Objectivity. This has been shown to work at sites using a dCache SE with no additional BaBar services installed locally. In theory there is no reason why this should not work with DPM Storage Elements once the problem of the incompatible versions of the RFIO protocol has been solved. Various possible workarounds have been suggested for this and are being considered.
It should be noted that SPGrid has now entered a production phase with development mainly being restricted to bugfixes and reacting to BaBar or Grid Middleware code changes. The effort released by this has been redirected to work on Skimming.

It should also be noted that although we have proved that we are able to run BaBar Simulation Production on OSG resources in the US, the US BaBar Collaboration has not prioritized this and we have been unable to find a US partner to enable us to put this into production.
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-------
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Analysis

James has given a report on easygrid to the OGF/EGEE meeting http://www.gridpp.ac.uk/talks/OGF20/easygrid_OGF.ppt
The software is basically there but the grid sites (BaBar and nonBaBar) that had been expected to exist for the users have not opened up as expected, making the existence of the software somewhat academic

Effort is being concentrated on the Manchester Tier 2 centre where we are studying the analysis on ntuples usng root, for 4 different storage systems.  This is a more restricted form of  ‘analysis’ but is even so an interesting problem representing a lot of potential CPU cycles, and the ability of a user to benefot from the large number of nodes will be very valuiable.  A peper is in preparation for CHEP on the performance of dCache, xrootd, /grid and afs. 
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5. Meetings & Papers

5.1 List of Conference Papers

5.2 List of Conference Talks

5.3 List of publications

5.4 Dissemination Activities

Poster at IoP HEPP (Warwick)
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Data importing





Works





Job Monitoring





Grid/Task Manager Integration





Works





Job Recovery





Works





Job Output Checking





Works





Grid Job Submission





Data Merging





Local Job Submission





Job Creation





Task List Creation





Task DB Creation





Works





Works





Works





Works





Done





Simple script ready (PHeDEx?)





Develop tools for copying and managing data on Storage Elements





Done





Modify BaBar framework to read data out of dCache and CASTOR/DPM





Done





Prepare code to be installed on grid





Data exporting





Works





Bookkeeping publishing





In Progess








