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1. Introduction

This document is an update of the document GridPP-PMB-82-Performance Monitoring which was prepared for the oversight committee in February 2006. Again it reviews available data which relates to aspects of individual site operational performance. While there have been advances in the metric and monitoring frameworks within LCG and EGEE, there are still issues with data consistency and availability. The previous report used data mainly from Q4 2005. The current report includes data from Q1 2006 and where possible Q2 2006. 

2. Background: Performance in the EGEE/LCG context
GridPP has seen a significant increase in deployed CPU resources this year as shown in Figure 1. 
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Figure 1: The number of job slots published GridPP (the major contributor to the UKI region) as a function of time for the period up to June 2006. This information is from “gstat” which relies on values published in the grid information system. The values each day are averages for that day. Fluctuations are seen when there is a problem with the publishing mechanism – not necessarily a site problem.
At the time of writing GridPP provides just over 5500 job slots versus a total for the EGEE grid of about 33,000 taking the contribution to about 17% of the total. This compares with an average of 20% for most of 2005
. Given that the UK contribution is one of over 10 countries whose resources are currently ramping up this change is to be expected. Our MoU commitment is to provide about 11%. Figure 2 shows the jobs running on GridPP sites between 16th and 23rd June 2006 – LHCb and ATLAS are the biggest users at this time.
The Imperial College High-Energy physics group Grid Monitor now encompasses more of the EGEE resource brokers (RBs). Data taken from this source for this report covers up to April 2006. Table 1 shows an update on the ranked efficiency of GridPP site CEs. 
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Figure 2: Running jobs on GridPP resources as a function of time for the period 16th to the 22nd June. This data is derived from RB logging and bookkeeping information. Like many of the results presented in this report if there is a break in the information publishing it currently appears as a drop in the graph.  
Overall efficiencies and successful hours of processing improved. Some results will require further investigation – for example the drop in performance and efficiency at Durham (82% down to 45%). Some data was not available at the time of compiling the report. 

	Site name
	CE
	Total Success Hours Q405
	Total Success Hours Q106
	Efficiency (Success Hours/Total Hours) Q405
	Efficiency (Success Hours/Total Hours) Q106

	RAL Tier-1
	lcgce01.gridpp.rl.ac.uk
	456832
	560039
	0.96
	0.98

	Lancaster
	fal-pygrid-18.lancs.ac.uk
	165143
	127920
	0.99
	0.89

	QMUL
	ce01.esc.qmul.ac.uk
	42976
	102664
	0.99
	0.98

	RALPP
	
	-
	75770
	-
	0.97

	Royal Holloway, UK
	ce1.pp.rhul.ac.uk
	32148
	23240
	0.98
	0.87

	UCL-CCC
	ce-a.ccc.ucl.ac.uk
	30211
	2691
	0.74
	0.53

	Oxford
	t2ce02.physics.ox.ac.uk
	22638
	37287
	0.97
	0.93

	Birmingham - cpgce1
	epgce1.ph.bham.ac.uk
	15664
	27165
	0.95
	0.96

	Birmingham - epbf004
	epbf004.ph.bham.ac.uk
	13646
	23204
	0.44
	0.71

	Imperial College, UL
	gw39.hep.ph.ic.ac.uk
	9896
	11780
	0.85
	0.85

	Sheffield
	lcgce0.shef.ac.uk
	7239
	30265
	0.78
	0.97

	Manchester
	bohr0001.tier2.hep.man.ac.uk
	5185
	238388
	0.96
	0.93

	Durham
	helmsley.dur.scotgrid.ac.uk
	3776
	2661
	0.82
	0.45

	Cambridge
	serv03.hep.phy.cam.ac.uk
	3624
	7267
	0.79
	0.53

	Edinburgh
	ce.epcc.ed.ac.uk
	1681
	2355
	0.95
	0.72

	Liverpool
	hepgrid2.ph.liv.ac.uk
	1537
	48437
	0.86
	0.64

	Glasgow
	ce1-gla.scotgrid.ac.uk
	903
	14548
	0.67
	0.68

	Brunel - grid-35
	dgc-grid-35.brunel.ac.uk
	611
	423
	0.90
	0.99

	Brunel - grid-40
	dgc-grid-40.brunel.ac.uk
	424
	2750
	0.98
	0.53

	Bristol
	lcgce01.phy.bris.ac.uk
	366
	556
	0.71
	0.89

	UCL-HEP
	pc90.hep.ucl.ac.uk
	300
	4784
	0.88
	0.75

	Imperial College LeSC
	mars-ce.mars.lesc.doc.ic.ac.uk
	16
	700
	1
	0.93

	Birmingham - epbf005
	epbf005.ph.bham.ac.uk
	11
	-
	1
	-


Table 1: The ranking of UK CEs on the basis of available RB data for Q4 2005 and Q1 2006. The third and fourth columns show the total successful hours of processing for Q405 and Q106 respectively. Columns five and six show the corresponding efficiencies. 
3. Sources of performance information
CPU Accounting
The most advanced accounting remains in the area of job CPU usage. The APEL database allows the comparison of the total contribution to UK processing provided by each site. There are a number of caveats that were detailed in the previous report. Of those the Condor and Sun Grid Engine issues have now been resolved and Cambridge and LeSC now publish accounting information. At the present time only UCL-central is not publishing due to a move to SGE.  The scaling factors remain an issue and this is being followed up within EGEE accounting enforcement.
As Figure 3 shows, the relative contributions present an order to the sites similar to that in Table 1. RALPP continues to be most successful in filling its CPU resources with jobs. Oxford has seen a significant improvement.  [image: image4.emf]0.00%
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Figure 3: The red bars show the relative percentage contribution for Q4 2005 to the total GridPP Tier-2 processing. The blue bars provide an indication of the occupancy for each site. In both cases higher bars are desired – high occupancy and high contribution. The occupancy is calculated using published figures for the effective KSI2K available at each site over the Q4 period and assumes a running job will always be using CPU time which is incorrect due to i/o periods when the job is “waiting”.
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Figure 4: An update of Figure 3 for the first quarter of 2006. The figures are only indicative of the overall trend and may in some cases be misleading. This is because the occupancy assumes constant delivery of KSI2K across the quarter. Generally “occupancy” has improved. Higher job loads in Q2 2006 (report due at the end of Q2) have led to most sites obtaining much higher occupancy values.
Storage Accounting

Storage accounting has become more important in the reporting of WLCG. At the moment the automatic archiving of data is not taking place. However, GridPP does provide a measure of overall storage being delivered over time on a Tier-2 basis as shown in Figure 5.
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Figure 5: Cumulative storage across the GridPP Tier-2s
The drops in the graph are caused when updates are not received due to intermittent problems in the information publishing from sites. For an explanation of the colours please refer to the source page here: http://www.gridpp.ac.uk/storage/status/gridppDiscStatus.html. Deployed disk is currently only utilised at the 40% level (not shown).
Site Functional Tests 

These tests were explained in the previous report and Figure 6 gave the results for Q4 2005. Since then several changes have taken place in the data recorded and presented. Figures 7 and 8 provide the results for January to May 2006 in terms of percentage tests failed and the indicated time the site was unavailable.
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Figure 6: Accumulated critical Site Functional Test failures for Q4 2005. The SFTs are run automatically every 3 hours, therefore each failure could in principle represent 3 hours of site unavailability (since VOs have the option to not submit jobs to sites with observed problems). However, there is still concern about the reliability of the tests as indicators of site problems as outlined in the caveats of the main text. In this plot, smaller bars are better as the ideal state is to have no failures.
[image: image8.emf]0

2

4

6

8

10

12

14

RAL-LCG2

IC LeSC*

RALPP

Glasgow

IC HEP Queen Mary, UL UCL-HEP Durham Manchester Lancaster

Liverpool

Bristol

Oxford Birmingham Cambridge EdinburghBrunel Sheffield Royal Holloway, UL

UCL-Central

Stacked % of SFTs failed each month

May

April

March

February

January


Figure 7: Stacked percentages showing the fraction of SFTs failed at each site each month from January to May 2006. The trend in nearly all cases shows improvement in performance. It would be useful to correlate this data with the amount of disk and CPU deployed and the observed occupancy.
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Figure 8: Stacked percentages showing the fraction of each month (for 2006) which a site has been classed as failing the critical Site Functional Tests according to the “raw” CIC portal results. 
There is a clear trend in these results showing general improvement across all sites. The results are still not truly indicative of site availability because many tests rely on factors external to the site. This will improve over the coming months as core service monitoring is being implement that will enable central problems to be diagnosed with the consequent removal of the test failure from the site record. 
gstat tests
The configuration of a site is checked by a series of basic tests which look at its underlying configuration (as opposed to testing if jobs run smoothly). These tests are called the “gstat tests” and they are run each day. The makeup of a metric using these results was described in GridPP-PMB-64-Metrics. In principle this data can be reviewed to check individual site problems, however at the present time there is no easy access route to this detailed data. It is now expected to be collected from July as part of Service Availability Monitoring within the EGEE project. A set of client tools to download gstat information has recently become available: http://goc.grid.sinica.edu.tw/gocwiki/GStat_Client_Tools.
Resource Broker logging and book keeping (L+B) of jobs
The caveats mentioned in the first performance monitoring report still hold.[image: image10.emf]
Figure 9: Total hours of successful job running for each UK CE (excluding RAL Tier-1 which distorts the scale) over Q4 2005. Of interest is the large amount of non-LHC VO work performed at Lancaster and RALPP. This is primarily due to jobs run for Babar. It is interesting to note that in the APEL accounting data, ATLAS contributions are almost equivalent to “other” shown above. ATLAS also shows more activity at Oxford, Queen Mary UL, Royal Holloway UL and Glasgow, and in fact most of the sites, than is fairly represented in this plot. This is due to ATLAS’s use of Condor-G directly which circumvents the RB bookkeeping. 
[image: image11.emf]
Figure 10: The total hours of processing as observed for Q1 2006 (now including RAL Tier-1). ATLAS and CMS represent a larger proportion than can be seen in Figure 9 for Q4 2005.  The site contributions show a similar profile to before but several sites show an increase in failed jobs which will require further investigation.
Figure 14 shows using the same data the effective efficiencies of the sites. There are a number of reasons why sites responsible for a large proportion of completed work (Figures 11 and 12) show decreased performance in terms of their observed efficiency. One obvious cause is that a large worker node farm will lose a lot more jobs (often long running) in the event of a power cut or PSU failure. A less obvious cause is that larger sites which wish to optimise their performance actively kill jobs! This happens at the RAL Tier-1 for example where jobs are killed if their memory requirements exceed those specified in the job description used to allocate the job to a worker node. Whilst this may seem harsh it is required to prevent “out of memory problems” such as swap failures and memory buffer over runs. Incorrect user specification of scratch areas has in the past also led to a large number of jobs failing.
[image: image12.png]. )N Oe’II'00pP ISy siewdd-siew

¥n-oe‘jon-day-geod
n-oe-suq-Ayd-0a069]

¥n-oe‘jpuniq-op-pub-o6p

¥n-oe‘jpuniq-gg-pub-o6p

¥n-oe‘plbjoos-e|B-1a0

yn-oe-Alyd-zpubday

sn-oe‘pe-oadeed

sn-oe'uewrday zien’ 10004409

n-oe"plbjoos inp-Aejswiay

¥n-oe‘wes Ayd-dey-goalas

yn-oe'weyq-yd-yoosqde

3n-oejays0aab9|

...... yn-oe-aryd-day-gemb
¥n-oe‘weyq-yd-aabde
)n-oexo-soisAyd-zpaoz)
3N"2e"|aN°299"e-39
¥n-oe’nya-dd- a0
yn-oe’|nwb-asa 090

yn-oe-u-dd-pozxujday

¥n-oe'soue|'gL-pubAd-jey

yn-oe’urddpuib-L09969]

") < © ~ o
o o o o -
- - - -




Figure 11: Observed job usage for Q4 2005 across the CEs with job time plotted on a log scale to reveal detail about usage (but note the omission of the majority of ATLAS work as mentioned in the Figure 9 caption). The failure rate for one Birmingham CE is a consequence of hardware problems. Manchester’s jobs in this period were largely from the Babar and BioMed VOs. 
[image: image13.emf]
Figure 12: The updated expanded plot (update of Figure 11) showing more structure in the usage.  Compared to Q4 2005 an increase in the number of failed jobs can be seen. This is likely related to the increase in job load and the number of jobs failing due to user/job errors not related to the site or batch system. However it will be investigated further. 
The RB data provides some simple comparisons for the groups of sites into Tier-2s. The Tier-1 managed the most amount of successful hours although NorthGrid is not far behind. The NorthGrid failed hours count was the largest of all largely due to Sheffield and Liverpool having lower than average efficiencies. By percentage ScotGrid had the lowest efficiencies (see Figure 16).
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Figure 13: Contributions from the Tier-1 and Tier-2 together with their observed job failure rates for January to April 2006.
[image: image15.emf]
Figure 14: Q4 2005 Calculated site efficiencies on the basis of total successful job running vs total job running time at each site. This is a graphical form of data shown in Table 1.  Successful jobs are those which exit without problems from the site batch system (problems include hitting queue time limits as happens when storage i/o holds up completion and power cuts killing jobs before completion). “epbf004” at Birmingham was being implemented for pre-production service work (not the production service).
[image: image16.emf]
Figure 15: The updated efficiency plot for ~ Q1 2006 (1st January – 10th April) . There appears to have been a decrease in the efficiency at several sites. The causes are under review. 
The above efficiency figures can be translated into overall results for the Tier-2s and Tier-1:
[image: image17.emf]0

0.2

0.4

0.6

0.8

1

1.2

London Tier-2 NorthGrid ScotGrid SouthGrid RAL Tier-1

Tiers for the period [2006-01-01,2006-04-30]

Efficiency


Figure 16: The job efficiency rates for the GridPP Tier-2s and the Tier-1
Delivery against MoU

Given the formula and results detailed in the report GridPP-PMB-78-Tier-2 (and the update GridPP-PMB-92 Utilisation), we can assess sites for how closely they meet their MoU relative contribution targets. While not a strict operational running performance measure, it is another indicator that may indicate a sites’ overall performance. From Figure 17 (for CPU) and Figure 18 (for disk) it is still clear that while some sites have delivered well beyond their commitments others have struggled OR have decided to delay purchasing. There are generally clear reasons for delays. For many, initial delays were experienced with the allocation of funding and secondary delays with the contract tendering process. As expected Manchester and Liverpool ramped up during the last 5 months and while still under target are closer to meeting expectations. These figures apply only up to the end of March 2006 and since that time several sites have made large increases to their available CPU and disk resources.
[image: image18.emf]0%

50%

100%

150%

200%

250%

UCL

Sheffield

Durham CambridgeBirmingham EdinburghLancaster QMULRHULBrunel RAL PPDGlasgow

ImperialOxford

BristolManchester

Liverpool

% CPU delivered vs scheduled for Sept 05

Q405

Q106


Figure 17: An indication of the delivery of CPU (at the end of Q4 2005 and Q1 2006) against the amount expected in place for September 2005. Figures above 100% show greater provision of resources than committed.  Delivery performance improves from right to left (i.e. higher bars). Good improvements seen at Glasgow, Manchester (but still below expected values) and Liverpool. 
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Figure 18: An indication of the delivery of disk (at the end of Q4 2005 and Q1 2006) against the amount expected in place for September 2005. Figures above 100% show greater provision of resources than committed.  Delivery performance improves from right to left (i.e. higher bars). Generally there have been some small increases (see also Figure 5) but 12 of the 17 sites were below promised levels. The situation has improved somewhat over Q2 2006.
Tickets raised against sites & their average response time
The majority of problem tickets raised against sites happen as a result of critical SFT failures and come to the UKI ROC via the Global Grid User Support (GGUS) helpdesk. The number of tickets registered against each site for Q4 2005 is shown in Figure 19. The update for 2006 is shown in Figure 20 for the number of tickets raises during Q1 and Q2 (so far) 2006.
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Figure 19: The ordering of sites with the number of “problem tickets” by month raised (red – or darker bar) during Q3 and Q4 2005 (both quarters used to better demonstrate any trends).   The blue (lighter) bar indicates the average time in hours for ticket closure.  In both cases low values (shorter bars) are preferred – fewer problems and quicker average response times. Glasgow’s average was much higher than shown due to a single ticket which was not closed for a long time in Footprints - even though the underlying problem was resolved quickly. The Tier-1 receives tickets for the GridPP RB and BDII in addition to the site and this causes it to have the most tickets for any one site.
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Figure 20: The Q1 and Q2 2006 update of Figure 19. The ordering of sites receiving most tickets is largely unchanged and roughly correlates with the size of the site in terms of CPU. More tickets are being seen in Q2 than Q1, possibly because of the ramping up of the number of jobs on the grid in this period. 
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Figure 21: Shows the average time to close tickets for Q1 (blue bars) and Q2 (red bars) 2006, with sites ordered according to the number of tickets received (most to left) as in Figure 20. 
It is still the case that many caveats apply. There is still an issue with the accuracy of SFT failures not always being the fault of the site and there have been several instances where tickets are not closed even though the problem for which they were raised is resolved.
Site Scheduled Downtime 

Like SFT failures, Site Scheduled Downtime is now logged in a database over which the CIC portal can be used to run queries. The primary record of the downtime is recorded by the system administrator directly into the Grid Operations Centre (GOC) database. The figures are extracted weekly for regional reports that are subsequently discussed at a weekly EGEE operations meeting. Figure 22 shows the Scheduled Downtime for GridPP sites for Q4 2005 and the update for 2006 is shown in Figure 23.
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Figure 22: The ordering of sites according to the amount of Scheduled Downtime recorded in the GOC database. Some sites recorded themselves as down over the Christmas period causing their December figures to be large. Other sites like Manchester have been undertaking a lot of internal restructuring. Lower downtime figures (shorter bars) indicate better site uptime and availability.  
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Figure 23: Relative percentage downtimes each month for January to May 2006. Sites appearing towards the right are better performers in terms of least downtime. For most sites downtime seems to be decreasing. There has been a significant reduction in overall downtime. Direct comparison with Figure 22 is not possible given that the standard results are now presented as a percentage of time down for a given month. To meet WLCG targets, Tier-2s need to have an average availability better than 95% for the year. This means on average each monthly stack should be less than 5% or the total stack height for the year should be less than 60, which is clearly not the case for half the sites! If the MoU does not apply to individual site availability (a matter still to be clarified) then the performance against what is required is less clear! 
There remain issues with sites tagging themselves as “down”. At present the GOC database only provides an option for scheduled downtime. It would be useful to know how much presently recorded as this type is actually unscheduled. This has been suggested to the GOCDB advisory group.
Upgrades 
Some historical trends were shown in the previous report as now shown in Figure 24. At the time of writing gLite 3.0.0 is being deployed and all but 4 sites have deployed it within 3 weeks of  being requested to do so.
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Figure 24: Upgrade rates are recorded for the number of sites with a given release tag as a function of time. The upgrade curves are generally quite similar. Most sites upgrade within 1 month of a new release tag being available. Specific information about the date a site switched can be derived from the GOCDB records. As yet this has not been done but the early adopters are (as in the current gLite 3.0.0 case): RAL Tier-1; IC-HEP; Lancaster; Manchester; Birmingham; Bristol; Oxford and Glasgow. The ‘jumps’ in several curves shows the impact of Grid-Ireland sites which currently make up a proportion of the UKI sites – their use of a one-to many Quattor installation allows all their sites to upgrade in the same day! At the end of June about 14 Grid-Ireland sites were removed as the local institutes were not investing in additional resources making them a burden without much benefit. 
VOs supported and running

An important factor in obtaining good utilization figures in the current grid is to enable more VOs. Figure 25 shows the number of VOs enabled at GridPP sites as of January 2006 and then as of June 2006 (excluding the general ops and dteam VOs). There has been a marked improvement.  
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Figure 25: The number of enabled VOs (excluding the dteam and ops VOs used for monitoring) across GridPP sites. The more VOs supported (higher bars) the greater the potential for jobs to be running at the site during periods of low LHC VO activity. Generally there has been a good increase in the number of enabled VOs.
[image: image27.emf]
Figure 26: The distribution of and relative use by VO jobs across the GridPP sites for Q4 2005. The size of the rectangles relates directly to the number of jobs – more jobs equates to a larger rectangle. LHCb has a clear submission across all of its supporting sites while ATLAS work tends to be more targeted. 
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Figure 27: An update of Figure 26 for January to April 2006. The main changes to note are the increased activity of CMS and ATLAS across most sites.  Biomed also increased its number of jobs across Q1 2006 during a one month data challenge exercise. The fact that we do not see 22 VOs in this plot (the number supported by some sites – see Figure 25) indicates that a proportion of enabled VOs are not yet active.
Disk to Disk transfer rates

GridPP has now completed the first stage of testing the read/write capabilities of sites for inter-site transfers. The best rates achieved and the likely issues to be tackled can be found in the online summary: http://www.gridpp.ac.uk/wiki/Service_Challenge_Transfer_Test_Summary. Generally outbound rates were higher than inbound rates. In the latter case rates depended more on local SRM setup and configuration. The next set of tests will require simultaneous inbound and outbound transfers and is expected to result in still lower rates as performance gains due to caching will not be possible. 
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Figure 28: The target for both inbound and outbound rates was 250 Mb/s. The tests uncovered a number of bottleneck issues at sites varying from poor site connectivity (already known) to/from the regional backbone to internally misconfigured equipment.
4. Overall results & conclusions
Throughout this report mention has been given to the transitory nature of some of the problems seen and conclusions that may be drawn. The data used for different sections of this report has covered varying periods but generally includes data for Q1 2006 plus April and May 2006. Grading of sites according to their overall relative performance will be done once all the Q2 2006 data is available. For now there are a series of conclusions that this updated data shows:

· The GridPP contribution to WLCG/EGEE remains above target 

· The hours of total successful processing per quarter has increased with increasing job rates and the deployment of more CPU resources

· Storage deployed has increased but the majority of sites remain below what was expected in September 2005. However, the storage actually being used is around 40% of that available and in many ways this justifies the late deployment.

· There are clear trends showing that the passing of the EGEE Site Functional Tests is improving. Implementation of core service monitoring will further improve results as some faults recorded against sites are due to core or remote problems. 
· Scheduled downtime has reduced but projections of current downtime for the year put most sites (and the Tier-2s) above what is required to meet the 95% availability target in the WLCG MoU. It should be noted that the meaning of “available” and how the MoU translates to individual sites in GridPP Tier-2s is not yet fully understood.

· There are clear changes in efficiencies (successful time/total time) with several sites showing marked worsening in efficiency. Further analysis is required to discover whether this is due to the types of job running or actual problems at the sites.

· The number of tickets being raised against sites is increasing. This is possibly related to increased usage and a widening of supported VOs.

· The middleware upgrades for LCG 2.6.0 and gLite 3.0.0 have largely been done on the (GridPP) required timescale (i.e. within 1 month of the release). Deployment started late for gLite 3.0.0 (even though the release was on schedule) due to various concerns across EGEE.
· There has been a marked increase in the number of VOs enabled across the GridPP infrastructure. LHCb and ATLAS are the current largest users of GridPP CPU time.

· The site-to-site transfer tests uncovered a variety of problems at sites. Approximately half the transfers were at the target rates and a plan is in place to improve the performance at each of the other sites.

· GridPP sites are on the whole well prepared to take part in the upcoming experiment service challenge work (from July). However, manpower issues at several sites may reduce the overall GridPP contribution. 







� On 23rd June EGEE is publishing approximately 20,200 job slots and has UKI 5,700 giving a contribution of 28%. The figure varies and 17% is an estimate for 2006 to date.
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