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Introduction

In this report we focus on various aspects of resource allocation and use: this is an area that required significant attention during this period. Utilisation was poor in 2004, but is improving in 2005. The methods, now in place, provide input to the overall Grid metrics and a guide to their development across the Grid.  The deployment of an SRM-compliant disk interface and active participation in the LCG Service Challenges represent major achievements during this period.

Resource Allocation and Use

1. 2004 Outturn

The total (Grid and non-Grid) utilisation during 2004 was reviewed by the Tier-1/A Board at its meeting on 11th April. CPU and disk utilization for 2004 is shown below (Figure 1). 
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· Figure 1: 2004 utilisation (a) CPU: capacity is indicated by the full line and Grid (Non-Grid) use by the red (green) histograms.   (b) Disk: individual experiment use is indicated by the coloured histograms.
Accumulating the month-by-month utilisation figures and integrated over 11 experiments plus additional other users, the %age use of the hardware during 2004 was: 

	CPU utilisation [%]:
	56
	Disk utilisation [%]:
	  48
	Tape utilisation [%]:
	61

	Via Grid [%]:
	14
	
	
	
	

	Non-Grid [%]:
	42
	
	
	
	


Table 1: Summary of 2004 utilisation.
The Board noted that this represented poor value and that the aim of the Tier-1/A service for future years in terms of CPU, disk and tape procurement and utilisation should be approximately 70% or above. The difference between the allocations reviewed quarterly via the User Board and actual use from individual experiments was noted as a significant problem in terms of planning. Grid access to disk and tape will be accounted separately from 2005 onwards. 

A description of the 2004 outturn can be found at

http://www.gridpp.ac.uk/tier1a/board/doc/Tier1_2004_Experiment_Outturn.doc
with an agreed summary at 

http://www.gridpp.ac.uk/tier1a/board/doc/Tier1_2004_utilisation_agreed_summary.xls
2. 2005 Status

CPU use increased in Q1 and Q2 compared to latter part of 2004 (CPU utilisation of the substantially enlarged hardware fell somewhat). It is noteworthy that occupancy of job slots has at times been near to 100%, for sustained periods of several weeks. One likely cause of this discrepancy between job occupancy and CPU utilisation may well be Grid jobs stuck in I/O wait states or hung for long periods on external Grid services. More work is required to understand the cause (and possible remedy) for this inefficient use of capacity. CPU and disk utilisation so far in 2005 is shown below (Figure 2).

[image: image4.png]KsI2k months

800

750

700

&0

600

550

500

Grid\Non-Grid CPU Usage for 2005

800

750

700

650

600

550

500

450

400

0

300

250

200

150

100

50

— capacity
— orid
— ton-rid




[image: image5.png]Terabytes

Disk allocation used by groupname each month of

2005

- a1epnuc

- bractary
- calice
- cus
o0

o1

> 1c

o 1c1
- 1nco
- ninos
-®- ppcerid
- root
-o—<no
- theory
- trigcer
- wced
- uacs
o zeu

10

1

2





· Figure 2: 2005 utilisation (a) CPU: capacity is indicated by the full line and Grid (Non-Grid) use by the red (green) histograms.   (b) Disk: individual experiment use is indicated by the coloured histograms.
	CPU utilisation [%]:
	42
	Disk utilisation (June) [%]:
	  64 

	Via Grid [%]:
	26
	
	

	Non-Grid [%]:
	16
	
	


Table 2: Summary of 2005 utilisation (up to June 2005).
The tape service remains lightly loaded, but by the end of April, the amount of GridPP data stored on tape had grown by 47%. This was mainly due to a substantial growth of 70TB in BaBar data. There has been an encouraging increase in Grid based access to the service, both in terms of CPU used and the number of Grid VOs supported (10) and active (8). It is significant that 53% of the CPU resources utilised were by the LHC experiments (ATLAS and LHCb) during the first half of 2005. Disk utilisation has also improved in response to the demands of the service challenges as well as the experiments, but remains somewhat lower than desirable with 70TB currently unused.

The hardware continues to be actively monitored and the status is available from http://www.gridpp.ac.uk/tier1a/stats.html. The LHC experiments have now reached an operating phase where resources are utilised more fully, and their utilisation is improving compared to 2004: other experiments are being encouraged to use available resources via the Grid. 

3. Experiment requirements

The current schedule reviewed on 18th April by the User Board (UB) can be found at:
http://www.gridpp.ac.uk/eb/050413/schedule2005Q2.xls
There is some contention for non-Grid use of the resources. Guidance has been issued that priority will be given to Grid access should contention arise. A statement was made in response to BaBar collaboration requests noting that this was planned. There remains a mismatch between the planning estimates provided by the experiments and the actual use of the system in 2005, but this mismatch is being reduced and the LHC experiment planning is becoming more realistic.

4. LHC Long-Term Planning

The global long-term computing requirements of the LHC experiments were reviewed at the LHC Resource Review Board on 19th April where each country provided input. The UK’s input is the result of detailed planning (and many iterations) summarised in

http://www.gridpp.ac.uk/tier1a/board/doc/Tier1Plan26b_Summary.doc
along with the latest version of the planning sheet tool at 

http://www.gridpp.ac.uk/pmb/ProjectManagement/Tier1Plan26b.xls.

The Tier-1 planning has been updated in three major ways: 

(i) an entitlement (share per UK Physicist) is calculated based on the Form-X numbers; 

(ii) the resource requests for the LHC experiments are now based on the Global Tier-1 requirements;

(iii) the future hardware costs have been re-estimated based on slower than expected reductions in prices over the last 6-9 months. 

The planning is incomplete in three significant ways: 

(a) the ADS provision of Tape capacity needs further iteration including understanding the bandwidth requirements of LHC; 

(b) many of the non LHC-experiment requests are out of date; 

(c) there are presently no requests from some relatively large UK experiment collaborations.

The planning estimates for Tier-1 resources from 2005-2010 were lower than originally foreseen due to:

· disk doubling time (i.e. period over which the same funds can buy double the disk capacity) increased from 18 to 24 months (accumulates to a 70% effect over 3 years);

· inclusion of miscellaneous spend elements at RAL into the planning (based on actual spend each year) e.g. networking costs within the Tier-1;

· revised estimates on Atlas Data Store tape spending and attribution of costs between PPARC and CCLRC.

· (The changes from the original M&O author to PPARC Form X attributions by experiment were a small effect).

The planning raises explicit questions about: (1) the BaBar allocation and (2) the viability of a CMS UK Tier-1 centre. Neither of these collaborations is likely to receive their request from 2006. From 2007, ATLAS and LHCb are also likely to receive considerably less than requested. The ALICE allocation will be small (in proportion to the small number of UK physicists).

The planning estimates are realistic, but depend upon an agreed spend by PPARC beyond the end of GridPP. If the current resource requests were agreed, an additional £0.9m of hardware is needed before the end of GridPP, and an extra £3m in the period 2007-09 in addition to the £2.5m presently assumed. On the other hand, if the LHC requests are based on the UK M&O authorship fractions of the global collaboration, the allocations are close to the requested level and the hardware shortfall is characterised as £0.8m in the GridPP period, and £0.7m between 2007-09.

Input was given to PPARC following the Tier-1/A Board meeting. This hardware element will now be incorporated as part of PPARC’s request for planning input for LHC exploitation from the LHC experiments and GridPP that will be considered by a Panel consisting of Prof. G. Lafferty (Chair), Prof. S. Watts and Dr. P. Harris meeting over the summer to provide input to Science Committee in the Autumn.

The input provided to the April RRB for the UK Tier-1 (and Tier-2) is summarised in

http://www.gridpp.ac.uk/tier1a/board/doc/LCG_MoU_output_Mar05.doc
The CERN RRB planning summary (available by request) indicates that the experiment estimated Tier-1 requirements in 2008/09 can probably be met by the estimated declared resources but with shortfalls in the balance noted below. The UK would contribute a small fraction of the global Tier-1 resource based on current planning. All estimates noted below are subject to uncertainty. 

	CPU: 
	
	Disk: 
	
	Tape: 
	

	Global Reqt. [MSI2k]
	60
	Global Reqt. [PB]
	32
	Global Reqt. [PB]
	31

	Balance [%]
	-11
	Balance [%]
	-26
	Balance [%]
	-12

	UK fraction [%]
	6
	UK fraction [%]
	6
	UK fraction [%]
	8

	
	
	
	
	
	


Table 3: Summary of Tier-1 Planning estimates for LHC Computing in 2008-09, presented at the April 2005 RRB. The Global Requirement estimated by the experiments, Balance                  ((offered – required)/offered x100[%]) and the UK fraction of the committed Global Tier-1 resource are given.

The Global planning has recently (June 16th) been revised during the phase 2 planning process (where ALICE requirements increased during the period 2008-09 due to different LHC operating assumptions). The requirements are now recognized as final by each of the experiments, prior to signing  of the MoUs. A summary can be found at: 
http://lcg.web.cern.ch/LCG/planning/phase2_resources/draft_LCG_Tier0-1Res.pdf
5. Current Resource Management 

During the period, few significant changes were made to the hardware infrastructure. The Tier-1/A Board agreed to postpone the hardware purchase scheduled for early 2005 until some sign of increased demand was confirmed. The procurement timeline requires a 4 month lead-in prior to the hardware arriving at RAL, with 2 months to install and commission the CPUs and a further 3 months to commission the disks for use by the experiments. Although existing capacity is not yet fully used, procurements will start soon in order to meet commitments to BaBar and predicted increases in demand from the LHC experiments. 

The LCG CPU service was upgraded from RedHat Linux 7.3 to Scientific Linux (SL3) allowing, for the first time ever, the Tier-1 to run a single version of Linux across all batch services. The Tier-1 (LCG) and Tier-A Babar environments and batch schedulers were also merged. A single coherent scheduling policy exists across all CPU resources allowing unused capacity on the “classic” Tier-A service to be used by “over-allocated” Grid jobs and vice versa provides a mechanism to meet utilisation targets that was unavailable in 2004.

The tape service remains lightly loaded, although planning indicates that utilisation will increase once the tape-based SRM access becomes more widely used. Considerable work is also underway to evaluate CERN’s CASTOR system as a possible (likely) replacement for the current RAL written ADS software. Plans are being put in place by the e-Science centre for the likely first stages of procurement of a replacement robot late in 2005, offering an increased slot count and capability to accommodate enhanced capacity drives that will be required during 2008. 

In summary, the Tier-1/A Centre continued to function well during the past 6 months. It still plays a major role in BaBar's computing, but has now made a significant transition to Grid-based computing, contributing to the Data Challenges of the four LHC experiments. 

· All the CPU resources are now accessible to LCG and although allocation policy and non-Grid contention may restrict what is actually used, there have been times when over 90% of capacity at any one time has been in use by LCG. 

· Approximately 25% of disk capacity is now accessible through a Grid based SRM, the remainder being allocated through non Grid interfaces such as BaBar’s xrootd and traditional NFS.

· A Grid based SRM exists into the tape service and is expected to be used for Grid based production shortly.

Deployment Status 

1. Infrastructure

Two major breaks in service caused by electrical power failure occurred recently.

· The first (caused by a line fault within the RAL site) occurred over the Christmas “at risk” period and severely disrupted the service for 8-10 days. Although some services were re-established over the holiday period most took several days to restart after the team returned from the break.

· The second (caused by scheduled electrical work accidentally tripping the emergency power off system) occurred during daytime and most of the service was re-established within 24 hours. 

Experience shows that for several reasons (both internal and external to RAL) the electrical power supply is now less stable than it has been in the past. The Tier-1A Board considered the possibility of improving resilience by installing UPS, but concluded that except in limited special cases for key services, funds would be better spent increasing capacity rather than availability, and accepted that disruption due to loss of power would continue.

2. Grid Service Development

Much of the development effort being focused on enhancement of Grid interfaces and participation in service challenges. The most significant development has been the successful deployment of a dCache infrastructure allowing SRM access to both disk and tape. Several experiments have begun to make use of this production quality service and a second instance was subsequently deployed for LCG service Challenge 2 (see below). Close contacts have been built up between the Tier-1 team and the dCache developers in Fermilab and DESY and the GridPP Storage Group. The deployment experience obtained on the Tier-1, gave GridPP confidence to plan to deploy dCache at the Tier-2 sites and considerable technical support has been given by the team, both to the Tier-2s and to the Storage Group. This work has been an excellent example of how developments at the Tier-1 can benefit the Tier-2 deployment. 

The Tier-1/A Centre is providing a focus for deployment team efforts to establish a Grid across the UK and is helping in numerous practical ways to ensure that the Grid is deployed effectively.  The Tier-1 team provides both strategic advice and also detailed technical support for key technologies such as the dCache/SRM and LCG infrastructure. The team has also been engaged internationally within LCG, with one member of staff taking part in the LCG Baseline Services review and another just commencing work on the joint LCG/HEPiX storage review. Two staff are members of the LCG Grid deployment Board and several regularly attend LCG Service Challenge meetings (RAL hosted one in January). Experienced management at the Tier-1/A centre has provided confidence in the service at all levels during a period of rapid change with respect to Grid deployment. 

3. Service Challenge Status

The Tier-1 team has taken part in a number of LCG “Service Challenges”.  Originally LCG intended these to be a mechanism by which technology may be deployed and tested in a controlled manner at high throughput rates or workloads prior to release to the experiments. Over time these have evolved into a more complex deployment of a data replication service to be made available to the experiments during the second half of 2005. 

In March, the Tier-1 successfully took part in LCG Service Challenge 2 (SC2), demonstrating  over a continuous 10 day period that the service could accept data from the CERN Tier-0 at 60-80MB/s to disk and also carried out tests to tape at 50MB/s. RAL transferred 60 terabytes of data over a ten-day period with no unscheduled break in service. Excellent publicity was achieved: See

http://www.gridpp.ac.uk/news/-1114495348.467817.wlg, with cover on a large number of web sites and publications. This was a major undertaking for the team, combining the deployment of a high performance disk and tape SRM and the utilisation of the UKLIGHT research network. Close contacts have been established between the Tier-1 and the GRIDPP Network Group and also directly between the Tier-1 and UKERNA who have been extremely helpful.

The Tier-1 has also committed significant effort in preparation for LCG Service Challenge 3 (SC3), due to start 1 July 2005. SC3 will combine large sustained data flows (60MB/s to tape and 150MB/s to disk) with services needed by the experiments such as the File transfer Service (FTS) and LHC File Catalogue (LFC). Benchmarking and throughput tests of the Atlas Datastore Tape Robot (ADS) were completed early in the year and indicated a performance bottleneck in the disk cache, additional cache was evaluated, procured and has been installed.

In March 2005, RAL joined the LCG 3D distributed database Service Challenge, running an Oracle node able to accept Oracle streams from CERN. 

Originally rather modest in scale, the substantially increased scope and duration of the Service Challenges have placed considerable pressure on the team as they have worked to deliver production service to the experiments and meet service challenge commitments. It has been notable how preparation within the UK for the LCG service challenges 

4. Security

There were no security incidents during the period: the team investigated a number of cases where other LCG sites had been compromised, however none had targeted or penetrated the Tier-1. 

In June 2005 the Tier-1 successfully took part in the EGEE Security Service Challenge 1. Within 2 hours of receipt of request, the Tier-1 team had rapidly and successfully identified credential and point of origin of a nominally “hostile” batch job. 

5. Experiment Support

Experiment support staff at the Tier-1/A Centre are now in place (as of June 2005):  this will provide a support mechanism for all the experiments using the Centre with a work programme that will be defined based upon requests from the users and User Board (in proportion to the number of UK physicists on each experiment).

Outlook

Having established an accounting system for Grid and non-Grid use, there is now a focus on providing services for a broader spectrum of the particle physics community using Grid-based access methods during the coming year. Technical communications with each of the experiments has been improved, but there is still room for further improvement to the level that the BaBar experiment has established through many years of using the service. 

Peak demand is anticipated to exceed supply during this year. The anticipated contention generates pressure on the underlying services and requires higher level cooperation between the experiments in order to manage the load throughout the year. Further work is required on resource estimation and resource balancing using the planning sheet tool. The signing of the LCG MoUs is delayed, but is anticipated during 2005 and negotiations w.r.t. service level agreements are ongoing. The level of service being delivered by the Tier-1 will be pushed over the next two years by an aggressive series of Service Challenges driven by LCG to achieve set targets in proven data transfer bandwidth between sites. 
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