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Project Management and Summary
Since the last report to the Oversight Committee, LCG progress can perhaps best be summarised as “steady progress on many fronts”:

· Recruitment and retention issues were a major concern at the time of the last report, with the imminent departure of people recruited during the early stages of the project. Fortunately, the CERN Directorate gave permission to go ahead with the recruitment process for the second phase of the project whilst the financial arrangements were still being finalised. 27 people have been recruited following selection boards in February and May; additional boards will be held later in the year as necessary. Of these 27 people 14 were previously funded by GridPP—and a further three GridPP funded staff are continuing their work on LCG funded from the base CERN budget.
· The scope of, and release schedule for, the gLite middleware were also a major concern at the time of the last report. The committee set up to review EGEE/JRA1 reported as scheduled at the end of 2004 and the agreed middleware developments have been delivered and in production at a few sites on a “pre-production basis”. A larger scale deployment will take place following the next release of the LCG software package in early July.
· The LCG-2 service has continued to grow, reaching over 14,000 CPUs across more than 140 sites with up to 100 now satisfying Site Functional Tests at any given point in time. ATLAS and LHCB have continued with their production work on the service with acceptable levels of reliability and throughput.
· The second Service Challenge was completed successfully at the beginning of April with an aggregate throughput of over 600MB/s sustained to seven Tier-1 sites during a ten-day period. The success of this challenge demonstrated that we can make effective use of the available network bandwidth, but it must be acknowledged that a large fraction of the equipment and circuits involved were specially installed for the challenge and this level of performance cannot yet be provided routinely.
· There were concerns about the latest version of CERN’s CASTOR mass storage software at the end of last year, but a focussed deployment effort led to a successful demonstration of a sustained throughput to tape of over 450MB/s in a joint ALICE/IT challenge. Nevertheless, it must be acknowledged that deployment of the new release of CASTOR is still behind schedule and much remains to be done to guarantee successful CASTOR operations during the forthcoming Service Challenge.

· The computing models of the LHC experiments were reviewed as planned by the LHCC in January and the five Computing Technical Design Reports, for the four experiments and for the LCG project, have been prepared and published
.
In summary, having successfully established the world’s largest scientific Grid, the project is positioning itself to deliver the production services that will be necessary for the start of LHC operations, using the Service Challenges as the vehicle to incrementally ratchet up performance, reliability and quality. An important element here is the effective deployment of the "Baseline Services" that have now been agreed as being required to be implemented at CERN, Tier-1 and

Tier-2 centres for LHC with most needing to be in operation for Service Challenge 4 in April 2006. Despite the satisfactory progress over the past six months, the difficulties ahead, especially in terms of service reliability and quality, should not be underestimated. The next four months, with Service Challenge 3, will be a testing time for CERN and the participating Tier-1s, particularly as we start to extend the service to Tier-2 sites, including those in the UK.

Project Areas
Applications

Two major changes in the applications area since the last report are 

· the change of Area Manager, with Pere Mato (CERN) taking over at the beginning of March from Torre Wenaus (BNL), who returned full time to ATLAS at the end of his three-year mandate, and
· the proposed merger of SEAL and ROOT into a single project.

Although the SEAL/ROOT merger offers a great opportunity to unify and consolidate the foundations of the LCG Applications Area, there is clearly a potential for disruption and confusion. The planned merger was therefore covered by an internal review of the Applications Area at the end of March. The recommendations to ensure the success of the merger, as well as those for other AA packages such as POOL, can be found in the final report of the reviewers, available at http://lcgapp.cern.ch/project/mgmt/rev200503/AAIR-05-final-report.doc.
Fabric Management

As noted earlier, the successful completion of the ALICE-IT data challenge in early March with a tape recording data rate of 450MB/s sustained for one week shows that the significant progress in the new CASTOR system since the end of 2004. Not only was a sustained performance level demonstrated, but the redundancy features were also demonstrated as both tape and disk server hardware failed during the test.

In the Mass Storage area, significant effort is now focussed in the tape drive and robotics area—in terms of both hardware evaluation and procurement planning. It remains a concern that drives with the performance and storage characteristics required for LHC are only now becoming available. CERN plans to test two or three possible solutions extensively during 2006 in the context of Service Challenge 4 and to make a decision on the production hardware by September 2006.
With the wider deployment and usage of the Grid, an increasing number of sites are becoming concerned about the interface between the grid and local workload management systems, an issued that came up at the last Oversight Committee meeting. There are three particular concerns. The, the fact that version 1.0 of the GLUE schema only permits a global overview of the resource availability at a site, led to problems last year and sites were asked to provide a compute element per supported VO as a temporary workaround. A more viable long term solution is becoming available as version 1.1 of the GLUE schema, with provision for announcing resource availability on a per-VO basis is now being introduced. Unfortunately, version 1.1 still has the underlying assumption that all resources at a sight are homogeneous. A much more major, and probably backwards incompatible, revision of the schema is required but discussions have yet to start in earnest on a possible GLUE v2.0. The third concern of site managers is that the Grid level resource broker does not pass any information on a job’s resource requests to the compute element so local workload management systems cannot schedule efficiently. Here, a requirement for the RB to pass all job requirements to the CE is being submitted within EGEE following the LCG/EGGE operations workshop in Bologna; we understand that addressing this is a high priority for JRA1. All of these issues were discussed at a dedicated workshop held as part of the recent HEPiX meeting in Karlsruhe; the presentations given at the workshop can be found at http://www.fzk.de/hepix and http://agenda.cern.ch/fullAgenda.php?ida=a052634.
One significant milestone has just been passed with the approval by CERN’s Finance Committee of the high performance network equipment that will be required for the LHC computing farms. The network backbone must clearly be in place before the new CPU and disk servers are installed and we are on track to have 25% of the new backbone installed by the end of 2005. As for the procurement of the CPU and disk servers, themselves, we have installed the first equipment purchased under the dual sourcing policy mentioned in the previous report to the Oversight Committee.
Grid Deployment

The LCG Operations workshop organised at CERN in November 2004 has led to significant increases in the LCG-2 service quality. Agreements were made on the basic processes and policies for a range of operations management and user support issues and day-to-day operations management responsibility is now cycled on a weekly basis between CERN, RAL, IN2P3 in Lyon, CNAF in Bologna, MSU in Moscow and ASCC in Taipei. One indication of the success in this area is that the number of sites passing the daily validation tests passed the 100 mark. The introduction of an accounting system by RAL was also a significant step, even if it has taken longer than desired to have all sites reporting this resource usage centrally.
As noted earlier, Service Challenge 2 complete successfully at the beginning of April and preparations are now well advanced for Service Challenge 3 for which the throughput phase starts at the beginning of July. The Baseline Services working group established to propose the set of baseline services that the experiments need to have in place at each site in time for LHC start-up reported back to the PEB on June 7th and the final report is available at http://cern.ch/LCG/peb/bs/BSReport-v1.0.pdf. A reliable File Transfer Service is an important requirement and this will be tested during the service phase of Service Challenge 3 starting from September. In order to prepare for this phase of the Service Challenge, a planning meeting was held at CERN on June 13th-15th, bringing together experiments and the Tier-1 centres concerned. The implications of the baseline working group were discussed at the planning meeting and a first step taken towards the planning of Service Challenge 4 in 2006—this service challenge will also test the analysis use cases and lead to the initial LHC production service.
Middleware and Distributed Analysis

The EGEE management review of the gLite middleware development mentioned in the last report concluded in January to proceed with a single software stack, effectively the stack on which the LCG-2 toolkit is based. A tight schedule was set for the delivery of gLite components to the deployment team with availability for experiments at the beginning of April and wider deployment to major sites at the end of May. The first version of the middleware is now available at a few sites in pre-production mode and a wider scale deployment will follow the LCG release in early July.
Since the ARDA project relies on the gLite 1.0 middleware, the project has focussed effort in the past months on easing the transition, most notably providing testing effort, porting certification tests from LCG to gLite and porting real applications.
� The computing models are available at � HYPERLINK "http://lcg.web.cern.ch/LCG/peb/LHCC/expt%5Freqts/" ��http://lcg.web.cern.ch/LCG/peb/LHCC/expt%5Freqts/� and the LCG TDR at � HYPERLINK "http://lcg.web.cern.ch/LCG/tdr/" ��http://lcg.web.cern.ch/LCG/tdr/�; the experiment TDRs are being made available via their web sites.
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