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Project Management and Summary
Overall, there has been much positive progress for LCG since the last GridPP Oversight Committee. The LCG-2 service, with over 9,000 CPUs available at more than 90 sites in over 20 countries, has become well established and well used. Although there is some concern about the reliability of the overall service, many of the problems are related to operational issues at particular sites rather than being a fundamental problem with the overall system. These issues will be addressed in 2005 following a workshop organised by the Grid Deployment Board early in November. The Grid Deployment Board has also agreed a series of “Service Challenges” which will ready the Tier0 and Tier1 centres to meet the data export requirements of the LHC experiments. 

A firm plan has been established to prepare for Phase II of the LCG Project and the ramp up towards LHC operations. The first stage will be completed with the imminent publication of the LHC experiment “Computing Models”. This will be followed by an LHCC review of the computing requirements early in 2005 and the overall process will complete with the release of the LCG TDR in July.
There are two major issues for the project at present.

· With the extension of LCG Phase I to 4 years, people hired in the early phases of the project see their contracts come to an end in 2005, before the formal start of Phase II. Although we are confident that this issue will be resolved, there is concern at the slow pace of progress.

· There is at present some confusion about the scope of the gLite middleware and the precise release schedule. Since LCG is relying on EGEE to deliver the next generation of Grid Middleware this could have an impact on the project. A review committee has been established to clarify the EGEE/JRA1 plan by mid-January.

In general, however, the project is advancing well and we are confident that these difficulties will be overcome. More detailed summaries of the current status by project area are given in the sections below.
Project Areas
Applications

There has been a significant change in the allocation of effort within the applications area during 2004 with the importance of direct support for experiment integration and the usage of the released software rising significantly in importance as the data challenges of ATLAS, CMS and LHCb made production use of software from all application area projects. Nevertheless, software development was generally on track with almost all milestones being met on time. 
Notable achievements for the year are the successful use of POOL for the storage of close to 400TB of data and the exceptionally robust and stable operation of Geant4.

Fabric Management

At the time of the last Oversight Committee, there was significant concern about two issues in the Fabric Management area—how to adapt to the new commercial policies of RedHat and whether or not EIDE based disk servers were reliable enough to be used in large scale installations. Fortunately, there is a positive resolution in both cases.
In a good illustration of HEP collaboration, CERN and Fermilab agreed to support a recompilation of the RedHat Enterprise Linux version under the name “Scientific Linux”. The migration away from RedHat 7.3 is now underway with LCG middleware and almost all experiment software being fully supported under Scientific Linux.

For the disk servers, the problems experienced in 2003 were due to a manufacturing flaw with the disks. After the faulty disks were replaced all servers ran smoothly during the fixed target data taking period under much higher loads than in 2003. This incident has reinforced our intention to dual source hardware during the major purchases running up to LHC operations.
Although the fixed target central data recording ran at sustained data rates of at least 180MB/s over many weeks, we see difficulties in achieving equivalent performance for the LHC experiments as there is a trend towards the use of smaller files by these experiments. As we evaluate tape drives for LHC in 2005, we will also have to establish a compromise between the experiment requirements, the limitations (including cost) of the tape subsystem and the complexity of the managed storage software.
On the topic of managed storage software, development of CERN’s CASTOR system is behind schedule, to the extent that an ALICE online data challenge has been postponed. Fortunately, there has been good progress over the past few weeks and we hope to reach the ALICE goal of 450MB/s early in the New Year.
Elsewhere, the refurbishment of the CERN Computer Centre is continuing according to plan. The new substation is on schedule for commissioning in February/March 2005 and the upgrade of the electrical distribution in the machine room is in the final stages. It is worth noting here that the mammoth move of equipment during 2004 was significantly aided by software developed as part of the ELFms tool suite using GridPP funded effort.
Grid Deployment

2004 was undoubtedly the year when the LHC Computing Grid became a reality with the LCG-2 service growing to 91 sites with more than 9,000 CPUs and over 5PB of disk storage and supporting a peak load of almost 6,000 simultaneous jobs in August. However, significant effort was required to ensure experiment software could run successfully in a grid environment and also to overcome mismatches between local batch systems and the capabilities of the grid Resource Broker. Ad-hoc solutions for the latter were put in place—e.g. setting up a compute element per virtual organisation at large sites—but this is an issue that needs to be addressed properly in the future.
Unfortunately, the success rate of jobs as seen by users (in terms of correctly returned job output) was often as low as 60%. Here, it is worth noting that although the CPU resources are clearly lower the LCG-2 services is, with over 90 sites, at the level of complexity anticipated for the final system in 2008. Most of the failures were thus not associated with the middleware but rather with operational issues—such as failures or misconfigurations—at one or other of the sites. By a careful choice of sites, therefore, it is possible to achieve success rates above 90%. An “Operational Issues” workshop was organised in early November to launch a focus on site issues and this will be a key focus for 2005.
Another focus in 2005 will be the “Service Challenges” which aim to demonstrate the ability of the Tier0 and Tier1 centres to stream data out at the required rates over sustained periods. Basic disk-to-disk tests are now underway, but the schedule is aggressive: the aim for November next year is to transfer data to tape at a total of five Tier 1 centres at  50% of the required ATLAS and CMS data rate.
Finally, the Grid Deployment team has released various different versions of the LCG middleware during the year adding increased functionality (e.g. the inclusion of RGMA which is used for distribution of monitoring data) and support for Scientific Linux.

Middleware and Distributed Analysis

The LCG Project is relying on EGEE to produce the next generation of middleware which is expected to be introduced progressively. The EGEE JRA1 activity has defined five logical components for gLite, this next generation middleware—access, security, information and monitoring, data services and job management—and selected initial services in each area from existing components originating from Globus, AliEn, EDG and VDT. These are being re-engineered to follow a Web Services based architecture with services not yet existing being developed from scratch.

The difficulties associated with integrating services with different origins were perhaps underestimated. It has also become clear that, although  JRA1 itself has a clear delivery schedule and plan, other people do not all have the same view of what will be released. It is intended that the review that has been established recently will lead to a clear common understanding of the gLite component functionality and release schedule.
The ARDA project was launched at the end of February and will concentrate on exposing the experiments to the gLite middleware and giving feedback to EGEE. Close contacts have been established with all experiments and prototype distributed analysis systems have been developed for all of the LHC experiments.
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