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Introduction

At its last meeting, the Oversight Committee was concerned that GridPP does not have a wide-ranging list of disaster modes and associated scenario planning to refer to when major problems occur. These modes are likely to be Grid-wide and may well extend beyond the UK Grid. Having identified a list of potential failure modes, we have begun the work to ensure that:
a) the physics community can keep going throughout extended outage periods for specific services;
b) the rest of the world has a back-up service (for UK physicists and others) established mainly through extensive contacts with CERN, but also through other non-UK Tier-1 (and Tier-2) site associations;
c) the plans which would come into effect during a disaster are well documented and circulated (so that even relatively inexperienced users are given appropriate support). 
It is clear that the experiments themselves will also need support effort to ensure a robust system. To this end, before disaster planning can go beyond the high-level review in this document we need further GridPP-experiment exchanges to clarify scenarios and areas of responsibility. As a first step towards this the UK experiment representatives have begun the iteration on their own disaster scenario documents; examples from CMS and LHCb are given in Appendices A and B. A similar document is currently being developed by ATLAS.
Overview
The distributed nature of the Grid is inherently resilient to the failure of individual services and sites. In order to address the high-level failure modes introduced in Table 1 below, we need to consider the separate component services individually and understand how they impact on the overall end-to-end delivery to UK physicists. In making this breakdown it is apparent that there are some key services, particularly at the Tier-1, the loss of which for an extended period would cause substantial disruption. The likelihood of some cases being realised may also be increased due to the way the experiments use the Grid; for example, CMS use a fairly small number of Tier-2 sites and would find it difficult to use alternatives at short notice.

Software failures are different in character from hardware failures. Software which currently works can be assumed to continue to work, but there are risks associated with the introduction of new software, significant updates to existing software, or with increased load or changes in working patterns. The introduction of CASTOR at the Tier-1 provides an example where a new software implementation has created a range of new problems. Software problems may affect the entire Grid as the same software is typically used widely, although this is not always the case.

There may also be scenarios which do not relate to a single disastrous incident but constitute a major ongoing problem. Examples could be the simultaneous resignation of several key staff or the non-delivery of vital new functionality in the middleware.
Individual Grid sites, especially the Tier-1, are expected to have their own individual disaster recovery plans; therefore this document only examines wider scenarios which go beyond their scope. The scenarios considered are those that are credible (i.e. have a non-negligible likelihood), for example the probability of a simultaneous loss of every Grid site is considered vanishingly small (the probabilities of correlated failure via extraordinary events such as widespread power outages, strikes and heat waves have been considered). Scenarios are considered in a generic way (loss of a Grid site for an extended period) rather than in a specific way (loss of a site due to flooding). There is overlap with experiment disaster planning which covers scenarios like the prolonged absence of a Tier-1. In such cases the response requires coordination across countries and would be driven by an experiment team, most likely together with a central WLCG coordination team. 
Planning for security incidents is not covered explicitly here and is dealt with separately, however there are clearly disaster scenarios which result from multiple sites closing due to an incident which is ongoing, and in such circumstances planning wider than that done by the security teams is required. Disaster planning at the experiment level (failure of a core component – hardware or software) is dealt with internally to the experiments, but a series of contacts have been established who can identify the root cause of particular problems should they occur. Finally, indirect effects of disasters, such as liaison with the press, are not considered in this document although dissemination contacts are well-established. 
We have improved our contacts with our user community representatives (VO coordinators) by updating the “people and roles” contact details provided at
 http://www.gridpp.ac.uk/pmb/People_and_Roles.htm.

The organisational, applications, middleware, infrastructure, institution, dissemination and security contacts are each directly accessible. We have sufficient information to contact the relevant technical people directly in the event of a major failure. In addition, high-level contacts/coordinators have been identified in each experiment to ensure timely communications with the user communities at large. The underlying list can be printed and incorporates telephone details in case of network/e-mail failure. It will be disseminated elsewhere in order to provide a first contact point to enable those external to GridPP to contact the most relevant people directly. In particular it enables the user community to find more relevant contacts should the generic GridPP e-mail addresses prove insufficient. In order to broadcast information more widely to the UK Grid user community we propose to extend the use of the mailing list ukhepgrid@listserv.rl.ac.uk in order to make general emergency announcements about the status of the UK Grid. This is in addition to the communication channels within the experiments.
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Figure 1: GridPP People and Roles
Disaster modes
The causes of catastrophic loss/degradation of service can be broadly categorised under the headings in Table 1:

	ID
	Cause
	Explanation
	Correlation between sites/services

	1
	Service failure
	Loss of an individual Grid service due to a hardware failure
	Random at individual sites, but may be correlated within a site

	2
	Site failure
	Loss of an entire Grid site
	Usually uncorrelated, although air conditioning failures may have some correlation

	3
	Software failure: 

new middleware
	Vital new functionality is not available on time or fails in deployment
	Changes are incremental and pre-tested and therefore usually uncorrelated 

Upgrades take place over a limited, controlled period

	4
	Software failure: 

load-related
	Major bugs/limits are exposed as the load increases
	Likely to appear at many sites

	5
	Software failure: 

OS-related
	New versions of the OS require upgrades/porting which are not available
	Correlated between sites, depending on hardware purchases and local policy

	6
	Software failure: 

usage
	Usage patterns by individual users result in large numbers of job failures or resource exhaustion
	May be correlated (common software or practices)

	7
	Loss or absence of key staff
	Resignations or unavailability for an extended period
	May be correlated due to holiday periods, epidemic illness or changes in employment conditions

	8
	Network failure: OPN
	T0-T1 connection currently not redundant
	Single point of failure

	9
	Network failure: JANET
	T1-T2 (or T2-T2) connections fail
	Depends on JANET/MAN topology

	10
	Security incident

	An incident may close many sites until it is resolved
	May be local or Grid wide

	11
	Procurement failure
	Required increased capacity is not available on the required timescale through non-delivery or hardware not meeting specification.

	There is a potential for correlation if the same supplier was being used by several sites.


Table 1: Disaster modes and the possible correlations between sites.

By considering these categories we can develop an understanding of likely correlations between problems at multiple sites and the overall impact on the service provided by the Grid.
The impact of individual service failures
In this section we consider the impact of failures for each Grid service (interpreted broadly), and indicate which ones are considered critical, with an estimate of the time beyond which a failure would be considered disastrous. We also consider the extent to which future major upgrades to the relevant middleware are considered vital to support LHC data-taking. This should be read in conjunction with Appendices A and B in terms of how these failures are perceived at the experiment level.
1. Middleware & Grid services:
The only unique Grid service in the UK is currently the R-GMA registry/schema, hosted at RAL. This needs to be up continuously for R-GMA to function. It is planned for this service to become redundant but this is not yet the case. The service is not critical for end-user analysis or Grid functionality in general, but failure would mean that the monitoring and accounting systems were degraded. Plans to move it to another site in emergency, possibly CESGA which hosts the PPS registry, have yet to be established in detail.
The VOMS server at Manchester serves a variety of UK-specific VOs, and needs to be available when VOMS proxies are created; hence downtimes of more than an hour or so create disruption for those VOs. While there are mechanisms for onsite recovery, we note the need to make plans to replicate this service to another site. 
On a functionality level, the integration of VOMS with other Grid components/services is still patchy. Many improvements need to be made (for example fine-grained storage access control) and if this is not done in a timely way experiment operations may be affected, e.g. individual users may be able to exhaust the storage space or CPU capacity for an entire VO. In the absence of software solutions such situations would need to be handled by direct negotiation between users and their VO.
The FTS server at RAL manages data movement between the Tier-1 and the UK Tier-2 sites, hence a failure may impact all data movement in the UK. It is relatively easy to set up another FTS server, or define suitable channels on an existing one, but detailed plans do not yet exist. We are now preparing to have a backup of the channel definitions accessible from outside the site. The FTS is still in development and there is some risk that it will not meet the full performance requirements in time for LHC switch-on.
For some experiments the LFC is an embedded file catalogue component and the instance at the UK Tier-1 serves all the UK Tier-2 sites as well. Any downtime may therefore prevent data movement and job distribution/execution over the whole of the GridPP Grid. In general, the experiments (in the future) plan to fall back to the Tier-0, or another Tier-1 service, in case of Tier-1 failures, however these plans are not well developed. No offsite backup of the LFC database is currently made. 
No significant software upgrades are anticipated for the LFC. Scaling tests have been performed at Glasgow at the levels envisaged for LHC operations and the performance has been found to be more than adequate. 
The GOCDB at RAL is a Grid-wide service to register sites and their resources, and is vital to the overall operation of the Grid. A read-only replica now exists in Taipei and has been tested. Full failover of this service is being pursued within the EGEE project. 
APEL is a Grid-wide accounting service, also hosted at RAL; longer downtime can be tolerated in this case but the service is still critical. Backup/failover plans are in place.

The user support system (Footprints) at RAL is the interface between the GGUS system and the GridPP sites, hence any downtime results in degraded response to tickets – the target response time is <2 hours. The assignment of tickets is partly automatic, but human oversight of the process is also required and hence the absence of key staff can impact the performance of the system. Failover plans are not in place and the Footprints server is currently hosted by a group at RAL which is external to the UKI ROC. There will soon be a transition of responsibility so that the UKI ROC has full control of the server and service.
GridPP provides manpower for key user support and monitoring tasks for the Grid as a whole (GGUS TPM and COD). However, backup teams in other regions are in place as part of the shift schedule.

There are many Resource Brokers in the Grid and hence individual failures are not a major concern, except that jobs being managed by them are lost. Experiments can be assumed to deal with this as part of normal operations. A major upgrade from the LCG RB to the gLite WMS is likely in the near future, but this has been extensively tested. The fallback is the LCG RB with its known problems and limitations. 
Extended failure of Storage Elements may make the files stored on them inaccessible. However, experiments will normally have multiple copies of important files. The software (SRM) to manage the SEs is being upgraded in a major way, and there is a risk that this will not perform adequately, either in general or for specific storage solutions. DPM and dCache are to some extent alternative solutions for disk-based storage, providing some capacity to manage this situation at the Tier-2 sites. However, the CASTOR service at the Tier-1 is critical, and no alternative solution is envisaged in the near term.
Failures of Computing Elements are typically not significant as jobs can be resubmitted. However, a substantial loss of overall computing power for an extended period could make it impossible for a VO to run normally. There are EGEE guidelines for sites to improve the redundancy of CE hardware and sites are taking account of these when making new purchases. 
The information system (BDII) is redundant by design and hence individual failures are not significant. However, a variety of load-related problems have been encountered; to date these have been solved but there is a risk to the overall operation of the Grid as its size increases. 
We are currently in transition from SL3 to SL4 as a base operating system at most UK sites; the middleware to support this is now largely available, but is very late. Transition to SL5 is likely to be required in 2009, and further changes can be expected in the future. There is always a risk during any such upgrade that site downtime may need to be extended due to unforeseen problems. However, sites generally now upgrade in a staggered fashion so that problems can be resolved by the early adopters first. In addition, most large sites undertake these upgrades on sub-clusters before moving the majority of the production hardware. 
The Real Time Monitor, whilst important in dissemination terms, is not considered critical in this context. Likewise the GridPP web-server provides access to a wealth of information on which our site admins rely, but most now have sufficient understanding of the deployment process that loss of the documentation/wikis for sustained periods would not be critical to UK operations. 
  The UK e-Science Certificate Authority issues certificates for UK people and servers which are essential for the Grid to operate. In the case of a serious compromise of the CA it might be required to revoke and re-issue all certificates, which would essentially prevent all Grid operation for some period – probably several days to begin the process and several weeks to complete it.The UK CA has strict backup policies and its own disaster recovery planning.
2. Networking: 

OPN Failures
In respect of the OPN connecting RAL to CERN, we have sought information on the likelihood of OPN failures. The expectation is for a few (up to 6) failures per year lasting 20 hours on average.
We have considered the matter and understood that within the next year (2008) the experiment computing models will stand outages of 1-3 days without special action. We are seeking further clarification in respect of a single outage of a week.

We have also sought indicative costs for a full time resilient link. We were given figures of the order of £100k p.a. + installation. We feel that it would be premature to divert already strained GridPP funds or make a special case to STFC at this stage.

We will keep the situation under observation during 2008 and will if necessary reconsider this position in the light of experience.

None of the above constitutes a disaster situation - in fact these can be considered as planned outages. However, we also felt it prudent to consider a true disaster scenario whereby the OPN becomes unavailable for an indefinite period of time. In this scenario we have informally contacted ja.net and will be formally contacting them in the near future. We seek to identify a fallback solution which is (i) not necessarily permanently in place and (ii) cheaper than the fully resilient link.  This is ongoing.

Production Network Failures
Long term failure of the JANET production network (used for physicist access to Tier-N centres) is considered to be a national issue outside the scope - and more importantly the influence - of GridPP or STFC. There is in any case no practical alternative solution which could be planned by GridPP. In other words if there were a major failure in SuperJANET we trust that it would be resolved as soon as possible as this would be a national disaster.

Long term failure of any regional production network would affect all institutes in that region and physicists and Tier-2 and Tier-3 facilities would be affected. Other physicists within the UK would be able to contact other sites globally and hence continue work.

A document is in preparation that contains more details about the network planning and issues.
3. Sites: 

The Tier-1 centre
The Tier-1 centre plays a critical role for most experiments, both in providing a major part of the GridPP computing resource and in hosting the only archival-quality storage in the UK. It also hosts some services which are vital for the UK or the Grid as a whole.  The degree of development of disaster planning is in proportion to the degree of maturity of the components of the service.

There is a documented disaster recovery plan for the machine rooms. This addresses various issues but in the event of a major machine room incident priority would be given to smaller business critical systems and services rather than the power and cooling intensive Tier-1. 

The machine room disaster recovery plan does not address the provision of power which is outside its scope. Although enquiries have been made about lead time for the replacement of critical site transformers no full disaster recovery plan exists for the power supply to the Tier-1.

Networking Group have a very complete repository for all their processes and procedures; their records for the cable infrastructure; and switch/router configurations.  This critical information is also backed up and is planned to be replicated between the RAL and Daresbury sites. A Business (strictly a Service) Continuity Plan is in development. In early November NCG will be undergoing formal ISO 9001 accreditation.

The Atlas Datastore service which provides data-storage of some PP data, backing store for dCache and a backup service for backup to tape media has a well developed and tested disaster recovery process. This involves use of fire-safe or offsite copies of core services and critical metadata to rebuild the service from first principles. However this disaster recovery plan does not address how to rapidly site, procure and install a new tape robot service and associated hardware.

The (in excess of 100) core Tier-1 services (FTS, CE, BDII, etc) have disaster recovery processes (in many cases documented) to deal with the failure of individual systems. Recovery procedures vary between systems; for stateless servers it is usually based on re-installation from the primary imaging server. Where re-imaging is not a practical alternative backups are taken into the main tape robot (via the VTP/Atlas datastore infrastructure). Backup media is in turn copied to fire-safe. Recovery of critical services after hardware failures is usually carried out several times each year and is well tested, although conditions vary between systems.

The CASTOR service is still immature and priorities have been to establish a service in the first place, however the focus is beginning to shift towards both resilience and disaster planning. A first step has been taken with the procurement of an Oracle (RAC) Cluster to provide the metadata catalogue. It is then planned (as a matter of priority) to then mirror the metadata catalogue – eventually possibly to Daresbury. 

It has been identified that a review of disaster recovery plans is required: this is planned as part of the Tier-1 review. 
A Tier-2 site
In general individual Tier-2 sites have a relatively small fraction of the overall GridPP resources, hence failures are not critical. An exception may be for experiments (e.g. CMS) which use only a small number of sites and which cannot easily move to others, where the impact may be more like the multiple-site scenario. There are however some specific sites that run services which are unique (such as VOMS at Manchester) and in these cases we are looking at possible options to replicate the service.
Multiple sites

Multiple site failure may happen for several reasons. The most likely scenarios involve a security incident, air-conditioning failures (due to exceptional weather) and possibly correlated power-cuts. Failure of a critical area network link could have the same effect for some Tier-2 sites.   

4. Peripheral services: 

Continued smooth operation relies on more than the Grid Middleware and services. There are a host of communication and collaboration tools now used for which we must assess the impact of sustained loss and the resultant actions that would need to be taken to minimise the impact on GridPP operations. These include such things as phones (some sites now use IP based phone systems), video conferencing tools and general internet access. These will be assessed for possible impacts when we examine disaster planning in more depth over the coming months. 
5. Grid Services and site service levels: 

WLCG has defined the set of Grid services that are sufficiently important to warrant an MoU service level. These indicate to what level the service must be restored within a given period of time and it is against these that STFC have signed as the UK funding body. These are incorporated in the draft GridPP3 MoU at http://www.gridpp.ac.uk/db/GridPP3_MoU_v1.1.doc. 
Scenario planning examples
Disaster recovery planning must cover the hardware and software required to run critical grid services and the associated processes to maintain and recover operations during a disaster. Effective planning requires an assessment of critical components which may be involved in possible disasters so the first section of the document should review these in turn. To formulate a planned response requires a series of steps to be taken including: the formation of a planning group; risk assessment; development of recovery strategies (including resilience improvements); creation of verification procedures and finally implementation of the plan. Most of these steps have well defined best practice methods associated with them which can be adopted from the IT service industry.

Scenario planning helps site and experiment representatives to anticipate hidden weaknesses and inflexibilities in organisations and methods. This section is the start of this identification process. An outcome of discussions of the scenarios would be definitions of (un)acceptable loss time and definitions of GridPP's and specific experiment’s response(s) to such scenarios.
The high-level areas considered in the CMS planning scenarios (see Appendix A) are also appropriate for the other experiments. The approach has been followed by LHCb (see Appendix B):

1) Non-scalability or general failure of the Grid data transfer / placement system.
2) Non-scalability or general failure of the Grid workload management system.
3) Non-scalability or general failure of the metadata / bookkeeping system.
4) Medium-term loss of data storage resources.
5) Medium-term loss of CPU resources.
6) Long-term loss of data or data storage resources.
7) Long-term loss of CPU resources.
8) Medium- or long-term loss of wide area network.
9) Grid security incident.
10) Mis-estimation of resource requirements.

Scenarios derived from Table 1 are:

1) Sustained and multiple Grid service failures such that users are unable to submit new jobs to UK sites or extract data from SEs.
2) Multiple and sustained site failures such that UK is well below MoU target and the experiments can not meet processing and transfer needs (could relate to a common hardware fault that occurs after a given time).
3) Lack of required functionality in the middleware increases the need for manual workarounds beyond what is possible for site staff.  

4) Grid becomes unworkable as load causes simultaneous resource exhaustion on multiple site CEs, RBs.
5) Simultaneous site upgrades leave multiple sites in an unworkable state.
6) Chaotic and sustained usage of sites reveals configuration weaknesses which limit the usability of a site (bottlenecks to SEs for example).
7) A large number of key staff leave or are ill at the same time leaving insufficient skilled people in place to run an effective service.
8) The OPN fails and RAL is unable to absorb its share of the T0 data exports for longer than T0 disk buffers can cope.
9) IP network suffers a failure at the connection into RAL thus cutting off all T2 sites from the T1 and their disk caches are full. 
10) All sites are affected by a security incident which requires significant forensic examination at each site before they can reconnect (how would we coordinate and pool resources).
11) A major procurement is not available for use on time and the UK is then unable to keep up with data exports from the T0 and/or user demands.
To illustrate our approach we provide a list in Appendix C of specific scenario examples evaluated in terms of the people involved, the timescale to resolve, and the immediate/ongoing response. 
Summary
This document has presented the disaster planning considerations currently being developed in order to implement a disaster plan for the GridPP infrastructure and user community. Work has started on improving communication lines. The next stage of the disaster planning process for GridPP as a whole is to examine the infrastructure, operations and experiment inputs to provide realistic scenarios which can be classified and have specific types of planning put in place. This will need to identify who is responsible for what, when they become responsible and how responses to events will be escalated. 
 Appendix A
CMSUK Computing ‘Disaster planning’ Document

DMN 1/10/07

GridPP / CMSUK Confidential  - Draft 1.1

Introduction

As we approach the LHC data-taking phase, is it relevant to consider the response of the UK collaboration to any unexpected inability of the T1 / T2 computing system to deliver resources or support the physics programme in the future. The potential causes of such a condition are threefold:

· Failure of the planned software and computing systems to scale to the required level of data storage or processing throughput, detected either during or shortly before the start of data taking.

· A genuine physical ‘disaster’ leading to medium- or long-term loss of available computing resources and / or data loss – for instance, destruction of a computing centre.

· Shortfall in resources at a level rendering the CMS computing model non-viable.

The purpose of disaster planning is to put in place a strategy such that maximum support may be given to physics programme despite effects on the computing system. We note that any systematic inability of the UK to support the CMS computing model on its resources is not a ‘disaster’ in these terms, since it may be tested well in advance of data taking, and appropriate steps taken. The scenarios highlighted here are therefore general problems that would require a coordinated response from CMS. Whilst the responses outlined do not yet form part of a CMS global disaster plan, they are clearly applicable to situations affecting resources outside the UK, but which have an effect upon CMSUK physics delivery.

The risks are those perceived at the time of writing, and the plan must be updated regularly in order to remain relevant.

1. Non-scalability or general failure of the Grid data transfer / placement system

Scenario: The middleware stack that allows CMS to transfer data on demand from the T0 to T1 centres, and between T1 and T2 centres, fails to scale to the required level. This may occur in either CMS-specific or general middleware components, and may be specific to UK sites (e.g. failure of a specific SRM interface) or more general.

Strategy:

a) The key component of the CMS data placement system is the PhEDEx tool, which steers and monitors all data transfer outside the T1. A general failure of PhEDEx would be extremely difficult to overcome. However, the tool has been tested at a level substantially in excess of rates encountered during data taking, and has been in stable operation for some years. The most likely point of non-scalability of PhEDEx is the central database. The demands placed on the DB are relatively modest both in terms of rate and capacity compared to the metadata and storage systems at T0 and T1 sites. Nevertheless, it is in principle possible to distribute the DB functions across multiple instances at Tier-1 sites with some minor changes to PhEDEx internal architecture.

b) Failure of the underlying transport and storage interface layers (FTS and SRM respectively) has a potentially large impact either generally or specifically at UK sites. These components are not under CMS control. A final fallback position would be to remove these components from the system, and configure PhEDEx to deal with the native storage systems at T1/T2 sites directly. PhEDEx was originally designed to operate in such a mode, and could do so again, albeit with some development required for each different storage system.

Impact: A change to the PhEDEx DB system would require a rapid development effort in the sort term; removal of FTS and / or SRM components would require a more extended development and testing effort at specific sites. The UK has the expertise to undertake such a strategy on its own behalf, since it supplies key PhEDEx developers. The loss of FTS and / or SRM components would require CMS to operate the data placement system in a less secure way, possibly relying on host-based rather than credential-based authentication. It would also make the balancing of data transfers with different priorities within fixed bandwidth more difficult, restricting the flexibility of the computing system (e.g. only limited bandwidth transfers to T2 centres may be possible, in order to reserve sufficient capacity for critical T0 -> T1 transfers).

2. Non-scalability or general failure of the Grid workload management system

Scenario: The middleware stack allowing remote secure submission of production or analysis jobs fails to scale to the required level. This may occur in CMS-supplied components (at the high level workflow management or user interface level), or in the general Grid WMS.

Strategy:

a) The key component supporting CMS production workflows at T1 / T2 (Monte Carlo generation, reprocessing, skimming, calibration and alignment) is ProdAgent. A general failure of ProdAgent would be difficult to overcome; however, the system is currently being tested during data challenges at a rate exceeding that required for data taking; in particular, ProdAgent supports T0 data flows with far more demanding requirements than at T1 centres. Since ProdAgent deals with only transient state in the production system, any non-scalabilities are expected to be associated with job rate and with an increase in the number of production sites. These problems may in principle be countered by an increase in the number of independent instances of ProdAgent, perhaps split along regional T1 lines, along with the associated bookkeeping systems.

b) Scalability issues with the tool supporting user job submission to T2 centres (CRAB) are not expected, except in the case of very large analysis projects. In this latter case, the issue is mainly one of bookkeeping, since the analysis task may be split statistically.

c) Failure of the underlying Grid WMS, manifested as either non-scalability for job submission and tracking, or as an unacceptable rate of unreliability, is a serous issue. These components have not yet been globally tested at a realistic rate, and are not under CMS control. In the worst-case scenario, it would be possible to carry out the physics programme in the absence of the Grid WMS. For production tasks (mainly at T1, also including MC generation at T2), a system interfacing ProdAgent directly to local batch queues would be straightforward to implement. This style of workflow is already used at the T0, and for instance in the LHCb DIRAC system. For analysis use, the final fallback position is to grant analysts login accounts (presumably based upon their existing Grid credentials) at individual T2 centres according to their needs, ensuring the correct mapping of individuals to the data placed at the centres. Analysis could then proceed through local batch submission.

Impact: Some development and testing effort would be required to interface ProdAgent directly to local batch systems at T1/T2, though this use case is well-rehearsed at T0. The necessary expertise is available in the long term within CMS. A distributed system of local ProdAgent instances would have an effect mainly upon the complexity of the bookkeeping system. Resorting to local batch submission for analysis would require limited development work on the CMS analysis front-end tools, but would increase substantially the work of site admins, VO managers and security experts. This would be likely to limit the flexibility of the computing system such that rapid access to arbitrary data by any physicist would be difficult; nevertheless, we note that such a system is successfully used by the BaBar collaboration.

3. Non-scalability or general failure of the metadata / bookkeeping system

Scenario: The central DB systems storing CMS metadata, file replica information and bookkeeping data for the production system, fail to scale to the required level or undergo catastrophic failure. 

Strategy:

a) The DB system currently implemented relies upon a set of substantial central databases at the T0 centre, with remote access via local caches. Whilst this architecture is successfully used by other experiments at a substantial scale, and the demands on the underlying Oracle system are relatively modest compared with a typical commercial workload, there is a risk of a single-point failure. In the case of non-scalability, the possibility exists (and was documented in the CMS Computing TDR) to split the DB into multiple distributed instances, presumably hosted at T1 centres. In the case of calibration data or metadata, this would constitute a straightforward one-way replication problem, replacing the caching mechanism current used. The issue would then be the management of replication and balancing of queries between the various replicas – this could presumably follow T1/T2 affiliation lines. For bookkeeping information, the replication problem is one-to-many, and more complex. However, this is a well-known commercial problem, and native Oracle tools exist to handle this use case.

b) Catastrophic failure of the DB system, in terms of extended non-availability or data loss, would have a very serious impact upon the physics programme. A robust system of DB backup and failover must be put in place before data taking begins, preferably with replication of critical information to sites outside CERN, even if this is in offline mode.

Impact: Splitting of the DB system into multiple distributed instances would require development effort; however, there should be little impact on the client side, since the existing caching mechanisms can make such a change transparent. The required expertise is available in the long term within CMS. Manual configuration and testing of the new setup would be required. Partial or complete recovery of DB from backup would be a short-term but extremely disruptive activity, since effectively all production processing would halt.

4. Medium-term loss of data storage resources

Scenario: The storage system at a T1 or T2 site becomes unavailable for a period of a few hours to a few weeks, but no data is permanently lost.

Strategy:

a) The storage systems at T1 centres are effectively part of the online system, and are critical to the stable operation of the computing system. If no new data may be written into a T1 centre, this would be rapidly detected by the phedex system, and measures taken automatically to divert the relevant data samples to a second T1. Even in the short term, this would complicate later tracking of data placement for reprocessing and data access, and so may require transfer of data to the original host centre upon restoration of the system. This would place yet further load upon the storage and data transfer components. The loss of data access at a T1 site for a few weeks is in principle not critical, since multiple copies of AOD data and at least one secondary copy of RECO data is available at other sites; in addition, it is likely that the CMS primary datasets will be split across T1 sites such that the failure of any one site does not completely remove access to the samples. However, loss of data access would clearly be disruptive to both production and analysis, and could not be tolerated on  a regular basis.

b) The storage systems at a T2 centre typically support MC production and analysis. Partial or complete loss of either data-writing or data access capability is likely to be extremely disruptive to both activities at that particular centre, but with no larger consequence. The most likely course of action would be to retransfer required data samples to an alternative T2, and / or to suspend MC production at that site. This could be made largely transparent to users, though would clearly impact upon the overall resource balance in the experiment if a significant fraction of T2 data-storage resources were unavailable on a regular basis.

Impact: The CMS computing system is equipped to cope with medium-term loss of data storage systems at sites. However, the resulting inefficiency is out of proportion to the loss of capacity, and so regular recurrences of the loss of storage resources could not be tolerated.

5. Medium-term loss of CPU resources

Scenario: The processing resources at a T1 or T2 centre become unavailable for a few hours to a few weeks, with or without loss of running jobs.

Strategy:

a) The processing resources at T1 centres are vital to the operation of the experiment. Similarly to data storage resources, the loss of a single T1 centre for a limited period could be tolerated in principle, since all data is replicated elsewhere. CMS production jobs are typically short-lived (less than 24h duration), and the main effect of running job loss would be to complicate the bookkeeping and job tracking, possibly involving time-consuming manual intervention. Upon resumption of processing, the T1 would be required to catch up, possibly requiring suspension of less critical activities. This implies that, whilst occasional loss of CPU resources is sustainable, regular recurrence of this issue could not be tolerated.

b) Loss of T2 centre CPU resources would impact upon both analysis activities and MC production. A similar strategy to that dealing with storage system loss would be employed, since loss of either storage or CPU renders the centre useless.

Impact: The CMS computing system is equipped to cope with medium-term loss of CPU resources at sites. However, the resulting inefficiency is out of proportion to the loss of capacity, and so regular recurrences of the loss of CPU resources could not be tolerated.

6. Long-term loss of data or data storage resources

Scenario: The storage system at a T1 or T2 becomes unavailable in the long term, possibly including permanent loss of data.

Strategy:

a) Long-term loss of a T1 storage system and/or held data is an extremely serious issue for the experiment. Operationally, the T1 centre would effectively be removed from the CMS computing system for the duration of the storage loss, and beyond. T2 centres relying on that T1 would be remapped to other centres, possibly required revalidation of network links or general re-arrangement of the dataflows in the system; this has the potential to cause significant disruption for a wide range of T1 and T2. The data-taking responsibilities of the T1 could in principle be quickly diverted to an alternative centre, avoiding the possibility of overflow at the T0. All CMS data, with the exception of generated MC data, are held at more than one site. The loss of data from a single T1 storage system would therefore not be catastrophic. However, a potentially very large amount of MC data would need to be reproduced, and a potentially very large amount of real data would need to be re-distributed amongst the remaining T1 to restore the multiple copy regime. It is possible, if the data loss is sufficiently severe, that insufficient capacity exists within the system to reproduce or redistribute the lost data whilst maintaining normal data taking and processing activities; in which case, steps should be taken to ensure that any remaining physical media from the affected centre is kept safe until a full system recovery can be made, even if it is inaccessible. Likewise, from the resource point of view, the loss of a large T1 centre may impact the computing model to the extent that the physics programme would be disrupted due to overall lack of storage or CPU resources. Whilst there are sufficient safety factors in the system such that is it unlikely that accelerator time would be completely lost in the event of the loss of a single T1, it is likely that the total recorded dataset (i.e. trigger rate) would need to be reduced, and that access to the data would be restricted for a significant time after the end of running. This would directly, and potentially severely, affect the physics programme.

b) T2 centres do not have custodial data storage responsibility. The long-term loss of a T2 storage system would therefore effectively remove it from the CMS computing system. This would cause short-term disruption to users, and impact the experiment through overall loss of resources. This could, in principle, be made largely transparent to users.

Impact: The loss of even a single T1 data storage system is a very serious issue, with both short- and long-term impact upon the physics programme of the experiment. It should be possible to cope with the loss of a single T2 without major impact.

7. Long-term loss of CPU resources

Scenario: The CPU resources at a T1 or T2 centre become unavailable in the long term.

Strategy:

a) Long-term loss of T1 processing capacity is a very serious issue for the experiment. It would have a direct impact upon the overall rate of reprocessing and analysis skimming available to the collaboration, with a long-term impact upon the physics programme. Moreover, the current-year real and MC data sample held at the T1 would need to be replicated to an alternative centre for reprocessing passes; this would have a serious impact upon both the data transfer system and the storage and CPU balance at T1 centres, in addition to complicating bookkeeping and data-tracking. No new custodial data would be transferred to the T1 centre affected, and rapid access to new data at other T1 could be affected as resources are consumed in taking on additional storage and reprocessing duties.

b) Loss of processing capacity at a T2 centre would effectively remove it from the CMS computing system. This would cause short-term disruption to users, and impact the experiment through overall loss of resources. This could, in principle, be made largely transparent to users.

Impact: The loss of a T1 centre would have a potentially serious impact upon the physics programme, both in the short and long term. It should be possible to cope with the loss of a single T2 without major impact.

8. Medium- or long-term loss of wide area network

Scenario: Wide-area network links between centres become unavailable, or fail to sustain sufficient throughput.

Strategy:

a) The loss of adequate network capability between T0 and T1 centres would have an extremely serious impact upon the entire computing system and consequently the physics programme. This risk of T0 -> T1 path loss has been ameliorated by the provision of the LHCOPN; however, no redundancy exists in the OPN on some paths, and this raises the possibility of medium-term outages. In this scenario, the T1 centre affected is essentially non-operational in the computing system, although no data loss would be encountered. The measures to be taken would be similar to those in response to loss of CPU capacity, with data flow diverted immediately to an alternative centre, and dependent T2 mapped elsewhere for data access. The possibility exists that restoration of the a priori data mapping to T1 would not be possible within the constraints of the data movement capacity simultaneously with data taking. In this case, new data flow to the T1 could in principle be increased within the safety margin on the OPN. In any scenario, it is clear that sufficient margin must be left on the OPN bandwidth at all times to allow ‘catch-up’ after outages. A long-term network outage on the OPN would result in the centre effectively being unavailable within the computing system, with the serious consequences for the physics programme outlined above.

b) A more likely prospect is the inability of the T1 NREN connection to deal with the demands of T2 centre data access, or general lack of capacity of the NREN or international peering at either T1 or T2 ends. The resultant lack of data-serving capability would have serious consequences, with the first action being to remap T2 for AOD access to alternative centres. For well-connected local T2, this strategy may not even improve access rates. If data-serving issues at a single T1 are sufficiently severe, including the inability to serve the MC and RECO data held uniquely at that centre outside CERN, then there is a potentially severe knock-on effect for the physics programme. It may be necessary to severely restrict arbitrary access to data at that site.

c) The complete loss of network at a T2 either in the medium or long term would effectively remove that T2 from the computing system. Heavily restricted data access capability at a T2 would affect its usefulness for analysis, possibly limiting that centre to MC production duties only.

Impact: Since T1 centres by definition rely heavily upon excellent connectivity, the medium or long term loss of network facilities has potentially as serious an effect as the loss of CPU or storage resources. It should be possible to cope with the loss of a single T2 without major impact.

9. Grid security incident

Scenario: A Grid-wide security incident affects the trust relationship between centres, resulting in temporary or long-term loss of access to resources or data.

Strategy:

a) T1 centres do not, in their core activities, need to support a wide user base. Depending on the nature of the security incident, the emphasis should be quickly placed on restoring access to the particular T1 centre or centres affected, if necessary by putting in place emergency new credentials for production operators, or bypassing general Grid authentication in favour of host-based security where possible. This may require suspension of data access by T2 centres even if a continuation of data taking is possible. Security disaster recovery planning will be put into place which emphasises the rapid recovery of secure access to T1 centres, and which allows for any necessary hard partitioning of resources in the event of a single-VO issue. Tampering with or corruption of held data is generally not taken to be a significant issue; a second read-only copy of data is held in all cases, with secure checksums available of all files within the CMS data management system.

b) T2 centres must support a much wider range of users, and could potentially be affected more severely by security incidents due to the relatively limited system administration effort available at many sites. Trust relationships and management communication links between T2 centres are also typically not as firm as between T1 sites. A major security incident, for instance requiring the bulk reissuing of credentials, could therefore have a major impact. Security disaster planning scenarios should therefore be rehearsed in advance in order to judge to level of disruption. In the case of medium- or long-term disruption, it may be prudent to put in place direct access to batch queues by local or trusted users, allowing at least some work to proceed.

Impact: Any security incident impacting upon resource availability or data access has a potentially serious effect upon the physics programme. In particular, emphasis has to be placed upon recovery of T1 centre data taking capabilities by whatever necessary means.
10. Mis-estimation of resource requirements

Scenario: A mis-estimation of resource requirements for data handling, processing or analysis results in a limited ability to deliver physics.

Strategy: The CMS computing system resources, and the balance of different types of resources, have been predicated on a model making a set of assumptions on, amongst other things, data sizes and complexities, event reprocessing times, and the required amount of MC data. In addition, assumptions are made on operational parameters such as number of analysis passes. Given the nature of the LHC physics programme, it is possible (in fact, likely) that these parameters have been mis-estimated to some extent. The first year of LHC running will provide a great deal of information on the correct optimisation of the computing model. In the event where resources prove to be inadequate for deployment of the current computing model, action must be taken to put in place a more restricted model that ensures robust access to data and maximises delivery of physics within the available resources. To this end, CMS computing management will be proactive in moderating the computing model as necessary in the event of overwhelming data volumes or processing requirements. Example measures that may be taken to reduce resource requirements in a controlled way include:

· Reduction of the number of copies of AOD data at T1 and T2 centres

· Reduction of the number of reprocessing passes on early data

· Reduction of the quantity of MC data held and processed, in favour of real data

· Restriction of the arbitrary access to data at T1 centres in favour of a more top-down placement of data at T2.

Each of these measures clearly serves to limit the flexibility of the computing system, but ensures access to data and processing resources for the collaboration as a whole. Under conditions of extreme resource shortage, or the failure of one or more major computing centres (see above), more radical measures may need to be taken: this could include a return to a highly controlled ‘freight-train’ analysis strategy, operating in parallel at T1 and T2 centres with effectively fixed data samples. We note that such a model, whilst not optimal, has been used successfully by previous experiments.

Impact: A lack of resources clearly affects the flexibility of the computing system, but unless catastrophic should not have a serious affect on the eventual delivery of the physics programme.

Conclusions

We have outlined a range of rather general ‘disaster’ scenarios in computing which may affect the physics programme of the experiment. In most cases, there exists a fallback strategy by which CMS could continue physics, albeit in a less flexible way than assumed in the current computing model. However, these fallback strategies will only be realistic if a good a priori understanding of the plan, organisation, and resource implications is put into place before a disaster occurs.

General conclusions of the disaster planning exercise include:

· A global CMS and GridPP disaster plan should be put into place, addressing potential issues with both software systems and computer centres.

· Disaster planning should encompass a range of measures, ranging from controlled descoping of the computing model to rapid replacement of one or more failing components, in addition to recovery plans for long-term failures.

· Heavy emphasis must be given in the disaster planning to the T1 centre capabilities, and in particular the safe keeping of the curated data set even in the event of temporary loss of data access or processing resources. The T1 disaster plan should include the means of a rapid return to functionality after any incident, albeit without full processing capabilities.

· Centres are fundamentally crippled by non-availability of adequate networking. Planning must include the guaranteed delivery of connectivity even under worst-case conditions of abuse and load.

· The ability of the general non-scalablity of Grid systems, or of a general Grid security incident, to affect the long-term delivery of physics must not be underestimated.

· The physics programme is as likely to be affected by chronic unreliability or non-scalability of systems or networks, as by major one-off ‘disasters’.
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LHCb-UK Computing “Disaster” Planning
Preliminary Version  0.1
Introduction

As we approach the LHC data-taking phase, is it relevant to consider the response of the UK collaboration to any unexpected inability of the T1 / T2 computing system to deliver resources or support the physics programme of the experiment in the future. The potential causes of such a condition are threefold:

· Failure of the planned software and computing systems to scale to the required level of data storage or processing throughput, detected either during or shortly before the start of data taking.

· A genuine physical ‘disaster’ leading to medium- or long-term loss of available computing resources and / or data loss – for instance, destruction of a computing centre.

· Shortfall in resources at a level rendering the LHCb computing model non-viable – at the level of removing the UK from the LHCb grid computing processes

The purpose of disaster planning is to put in place a strategy such that maximum support may be given to the physics programme despite effects on the computing system. We note that any systematic inability of the UK to support the LHCb computing model or its resources is not a ‘disaster’ in these terms, since it may be tested well in advance of data taking, and appropriate steps taken. The scenarios highlighted here are therefore general problems that would require a coordinated response from LHCb. The responses outlined do not yet form part of a LHCb global disaster plan that  are applicable to situations affecting resources outside the UK, but which have an effect upon LHCb UK physics delivery.

At this point it helps to remind ourselves of the LHCb computing model. To summarize, the model, the Monte Carlo simulation will take place primarily at T2 centres, with reconstruction, stripping and analysis at the T1 centres and CERN. One copy of the raw data and r-DST is stored at CERN + one T1 site, while the DSTs to be used for analysis will be available at CERN and every T1 site.

This automatically reduces the risk to LHCb of T2 site failure, while magnifying the consequences of failures at the T1 sites. The risks are of course those perceived at the time of writing, and the plan must be updated regularly in order to remain relevant.

1. Non-scalability or general failure of the Grid data transfer / placement system

Scenario: The middleware stack that allows LHCb to transfer data on demand from the T0 to T1 centres fails to scale to the required level. This may occur in either LHCb-specific or general middleware components, and may be specific to the UK (e.g. failure of the RAL SRM interface) or more general.

Strategy:

c) The key component of the LHCb data management system is DIRAC, which steers and monitors all data transfers. A general failure of DIRAC would have extremely serious consequences for LHCb operations. However, it has been well tested and the experience gained from the data challenges DC04 and DC06 have enabled us to tune it and keep it working in a stable manner. Work is ongoing to make it simpler to use and maintain and to provide redundancy in capacity with hot backups so that the system can be restarted on a separate machine from scratch in a very short time, if needed.

d) Failure of the underlying transport and storage interface layers (FTS and SRM respectively) has a potentially large impact either generally or specifically at RAL. These components are not under LHCb control. Bypassing FTS should not be very difficult – though with some consequences in both performance and reliability of data transfers. However, the consequences of the srm (or one of its critical components) at RAL going down are likely to bring LHCb operations at RAL to a halt, while the system at RAL is rectified or moved to a previous working release.
Impact: DIRAC has been stable and is being retooled to provide redundancy capability. Removal of FTS would slow things down and make them less reliable needing more human monitoring effort. Problems with SRM components would require RAL to stay out of LHCb computing until it recovers – this will primarily be a part of planning by the T1 rather than LHCb. 
2. Non-scalability or general failure of the Grid submission and workload management system

Scenario: The middleware stack allowing remote secure submission of production or analysis jobs fails to scale to the required level. This may occur in LHCb-supplied components (Ganga / DIRAC), or in the general Grid WMS.

Strategy:

d) As mentioned before, DIRAC has been extensively tested and used in scenarios that mimic the scale of computing during data taking. Scalability issues are not expected to occur in this system.

e) Ganga is the LHCb supported platform for user submission of jobs. It is currently being extensively tested by many users and is expected to provide the needed capability. The risk here is mainly one of funding of developers and the availability of matching effort from CERN if the funding disappears.
f) Failure of the underlying Grid WMS, manifested as non-scalability for job submission, or as an unacceptable rate of unreliability, is a serous issue. There is already a lot of checks within DIRAC to guard against failures, but it cannot help if the grid systems cannot handle the load.
Impact: Problems with the Grid WMS are likely to imply that we scale down our Monte Carlo simulation to lessen the load on the systems and push analysis through in the short term. In the medium to long term, we may need more dedicated LHCb resource brokers set up to take up the slack. Other means – like local batch job submission with the help of T2 site admins – could also be needed to be found in such a scenario. Ganga and DIRAC are unlikely to be technical problems, as long as developers are there to work with the system.
3. Non-scalability or general failure of the metadata / bookkeeping system

Scenario: The central systems storing LHCb metadata, file replica information and bookkeeping data for the production system, fail to scale to the required level or undergo catastrophic failure. 

Strategy:

c) There are two parts to the problem – the LFC and the LHCb bookkeeping system. The LFC for LHCb is mirrored at CNAF and will also soon be mirrored at other T1 sites. This will provide redundancy in case of problems / failures as has already been seen in DC06. The scaling of the LFC is not expected to be a problem, given the scale of the usage. However, changes to VOMS roles could have an impact - the system may refuse update permissions to valid users, causing delays in registering data.

d) A problem with the LHCb bookkeeping system will imply a major problem for analysis in LHCb. This will imply that physicists will not be able to know the details of the data they need to run on. Querying the LFC to get this information will however be possible with a lot of development needed.
Impact: Problems with the LFC are not likely to impact LHCb seriously, given the backups outside CERN. Changes to LFC access permissions through VOMS could temporarily cause some delays in propagating information. Problems with the bookkeeping can be more serious and could need a lot of effort and time in extracting the information needed for analysis from other sources including the LFC.
4. Medium-term loss of data storage resources

Scenario: The storage system at RAL becomes unavailable for a period of a few hours to a few weeks, but no data is permanently lost.

Strategy:

c) The RAL storage system is essential for smooth progress of LHCb computing.  The failover mechanism of DIRAC (tested in DC06) will ensure that data is saved and registered at any available SE. A request is set up in a VO-box to move the data to the original destination when it comes back online.

d) The VO-boxes are a critical part of this strategy of recovering from site downtimes. The availability of a VO-box at each T1 gives us redundancy of operation. Each VO-box is capable of taking almost the full load of grid operations and can be restarted from scratch in case of hardware failures.

e) The Monte-Carlo data from T2 sites is written to the nearest T1 centre (in this case RAL). In the case of storage failure at RAL, the data could be diverted to other centres for short periods. 

Impact: The LHCb computing system is equipped to cope with medium-term loss of data storage systems at sites. VO-boxes provide crucial flexibility to handle data management when site storages have problems.
5. Medium-term loss of CPU resources

Scenario: The processing resources at a T1 or T2 centre become unavailable for a few hours to a few weeks, with or without loss of running jobs.

Strategy:

c) The processing resources at T1 centres are vital to the operation of the experiment. Similarly to data storage resources, the loss of a single T1 centre for a limited period could be tolerated (especially for analysis), since all data is replicated elsewhere. LHCb production jobs are typically short-lived (less than 24h duration), and the main effect of running job loss would be to delay production of either analysis results or Monte Carlo data. Upon resumption of processing, the T1 would be required to catch up with reconstruction, stripping and analysis, possibly requiring suspension of less critical activities like Monte Carlo simulation. This implies that, whilst occasional loss of CPU resources is sustainable, regular recurrence of this issue could not be tolerated.

d) Loss of T2 centre CPU resources would primarily lead to a loss of ability to simulate Monte Carlo – either in a production mode or for small user samples. A loss of one or two T2 centres should not impact LHCb too much in the short or medium term, but in the long term, the cpu shortfall will have to be made up elsewhere.

Impact: The LHCb computing system is equipped to cope with medium-term loss of CPU resources at sites. However, the resulting inefficiency could impact running at T1 sites, and so regular recurrences of the loss of CPU resources could not be tolerated.

6. Long-term loss of data or data storage resources

Scenario: The storage system at RAL becomes unavailable in the long term, possibly including permanent loss of data.

Strategy:

c) This is an extremely serious issue and will remove RAL from the LHCb computing system for the duration of the loss. All the data should in principle have a copy at one other T1 site and so, in the computing model, it should be possible to survive this. However, reconstruction, stripping and analysis will have to move to the other sites, increasing load there and slowing the production of results by many months.

d) In the Computing Model,  simulated data produced at T2 centres is written to the nearest  T1 centre. In addition,, DC06 has shown that there are many cases where simulated data exists only at one T1 site (due to a combination of SE, FTS, and transfer problems) and so, this scenario could cause a catastrophic loss of significant amounts of simulated data. However, the procedure for moving real data out of the pit should ensure that real data will always have multiple copies.

Impact: The loss of even a single T1 data storage system is a very serious issue, with both short- and long-term impact upon the physics programme of the experiment. LHCb at present does not depend on T2 for data storage.
7. Long-term loss of CPU resources

Scenario: The CPU resources at a T1 or T2 centre become unavailable in the long term.

Strategy:

c) Long-term loss of T1 processing capacity is a very serious issue for the experiment. It would have a direct impact upon the overall rate of reprocessing, stripping and analysis available to the collaboration, with a long-term impact upon the physics programme. The important effect here is that data processing will be slowed down enormously, since increasing load on other T1 sites will cause additional strain on their storage, possibly leading to bottlenecks and slowing down the processing.
d) Loss of processing capacity at a T2 centre would cause short-term disruption mainly to the production system, especially in the case of some of the larger T2 centres like Imperial. 

Impact: The loss of a T1 centre would have a potentially serious impact upon the physics programme, both in the short and long term. It should be possible to cope with the loss of a single T2 without major impact.

8. Medium- or long-term loss of wide area network

Scenario: Wide-area network links between centres become unavailable, or fail to sustain sufficient throughput.

Strategy:

d) Data distribution is a critical part of being able to sustain the necessary processing capacity. If there is a problem with the network, this will suffer and consequently lead to real data getting piled up at CERN, while simulated data gets piled up at the T1 centres, by the failover mechanism. The consequence is that the large efficiencies we gain by load balancing across sites will disappear and lead to major delays in producing results.

e) In case the high speed OPN connection to CERN goes down for a long time, the likely scenario is that we will have to rely on the normal internet to perform heavy duty data migration. This will be error prone, require large amounts of human intervention and will significantly slow down analysis by both reducing data availability and moving manpower from other essential tasks to supporting data redistribution.

f) The more likely problem is that of a few T1 / T2 sites temporarily losing the OPN connection to CERN. This will essentially look like the site having a downtime of some sort and has been covered before.
Impact: Since T1 centres by definition rely heavily upon excellent connectivity, the medium or long term loss of network facilities has potentially as serious an effect as the loss of CPU or storage resources.
9. Grid security incident

Scenario: A Grid-wide security incident affects the trust relationship between centres, resulting in temporary or long-term loss of access to resources or data.

Strategy:

c) T1 centres do not, in their core activities, need to support a wide user base. Depending on the nature of the security incident, the emphasis should be quickly placed on restoring access to the particular T1 centre or centres affected, if necessary by putting in place emergency new credentials for production operators, or bypassing general Grid authentication in favour of host-based security where possible. Security disaster recovery planning will need to involve emergency redevelopment of the DIRAC system (targeted to a site if necessary) to allow jobs to continue running while the problem is being solved. Tampering with or corruption of held data is generally not taken to be a significant issue; a second copy of data is held in all cases, with secure checksums available of all files within the LHCb data management system.

d) T2 centres must support a much wider range of users, and could potentially be affected more severely by security incidents due to the relatively limited system administration effort available at many sites. However, since LHCb does not depend on the T2 centres for much more than cpu power, the banning of the LHCb VO from a given T2 centre should not significantly impact operations, as long as measures are taken to restore access once the emergency is over.

Impact: Any security incident impacting upon resource availability or data access has a potentially serious effect upon the physics programme. In particular, emphasis has to be placed upon recovery of T1 centre data taking capabilities by whatever necessary means.
10. Mis-estimation of resource requirements

Scenario: A mis-estimation of resource requirements for data handling, processing or analysis results in a limited ability to deliver physics.

Strategy: The LHCb computing system resources, and the balance of different types of resources, have been predicated on a model making a set of assumptions on, amongst other things, data sizes and complexities, event reprocessing times, and the required amount of MC data. In addition, assumptions are made on operational parameters such as number of analysis passes. Given the nature of the LHC physics programme, it is possible that these parameters may have been mis-estimated. The first year of LHC running will provide a great deal of information on the correct optimisation of the computing model. In the event where resources prove to be inadequate for deployment of the current computing model, action must be taken to put in place a more restricted model that ensures robust access to data and maximises delivery of physics within the available resources. To this end, LHCb computing management will need to be proactive in moderating the computing model as necessary in the event of overwhelming data volumes or processing requirements. Example measures that may be taken to reduce resource requirements in a controlled way include:

· Reduction of the number of copies of data at T1 centres

· Reduction of the number of reprocessing passes on data

· Reduction of the quantity of MC data held and processed, in favour of real data

Each of these measures clearly serves to limit the flexibility of the computing system, but ensures access to data and processing resources for the collaboration as a whole. Under conditions of extreme resource shortage, or the failure of one or more major computing centres (see above), more radical measures may need to be taken – the requirement of redundancy of raw data at fewer sites will correspondingly reduce the number of copies of dsts.
Impact: A lack of resources clearly affects the flexibility of the computing system, but unless catastrophic should not have a serious affect on the eventual delivery of the physics programme, other than the programme being delayed.
Conclusions

We have outlined a range of rather general ‘disaster’ scenarios in computing which may affect the physics programme of the experiment. In most cases, there exists a fallback strategy by which LHCb could continue physics, albeit in a less flexible way than assumed in the current computing model. However, these fallback strategies will only be realistic if a good a priori understanding of the plan, organisation, and resource implications is put into place before a disaster occurs.

General conclusions of the disaster planning exercise include:

· A global LHCb and GridPP disaster plan should be put into place, addressing potential issues with both software systems and computer centres.

· Disaster planning should encompass a range of measures, ranging from controlled descoping of the computing model to rapid replacement of one or more failing components, in addition to recovery plans for long-term failures.

· Heavy emphasis must be given in the disaster planning to the T1 centre capabilities, and in particular the safe keeping of the data even in the event of temporary loss of data access or processing resources. The T1 disaster plan should include the means of a rapid return to functionality after any incident. The top priority here will have to be that of the storage followed by the processing power.
· The ability of the general non-scalablity of Grid systems, or of a general Grid security incident, to affect the long-term delivery of physics must not be underestimated.

· The physics programme is as likely to be affected by chronic unreliability or non-scalability of systems or networks, as by major one-off ‘disasters’. However, the programme should be able to survive most problems, albeit with delays.

The essential requirement in all cases is the availability of adequate manpower to perform recovery, whether in the T1 centre hardware resources, or the quick fixing of experiment WMS and data management systems.
Appendix C
We provide here a short list of specific scenario examples that indicate the type of approach that will be taken in future iterations of our disaster planning process:

Event 1: ATLAS users are found to be running analysis jobs with a very high failure rate after they consume a substantial amount of CPU time

Immediate Consequence: Resources are wasted, analysis is not being completed

People involved: dteam, atlas users, atlas co-ordinators

Timescale to resolve: 1 month

Immediate Response: Try to identify problem jobs/users and ban them

Ongoing Response: Analyse the source of the problem and change the user/software behaviour and/or the site configuration. Put checks in place to limit any recurrence.
Event 2: As the size of the Grid increases the BDII technology reaches its natural scaling limit

Immediate Consequence: Grid jobs can’t be submitted

People involved: LCG, dteam

Timescale to resolve: 1 year

Immediate Response: Limit the size of the Grid seen by the BDIIs, e.g. by partition

Ongoing Response: Find a technology which can scale to the expected size of the Grid in ~ 5 years

Event 3: The Imperial site is severely damaged and likely to be unavailable for many months  

Immediate Consequence: CMS analysis in the UK is severely restricted 

People involved: CMS, dteam, PMB, UB

Timescale to resolve: 1 month

Immediate Response: Increase CMS share at other sites, ask non-UK sites if they can do the same

Ongoing Response: Set up another tier-2 site as a CMS analysis centre
Event 4: The SRM 2.2 protocol proves to be inadequate for the needs of the experiments

Immediate Consequence: Work can continue (already working with SRM 1) but storage systems are used less efficiently than expected, more disk space is needed and jobs are slower as they wait for data movement/recall

People involved: LCG, SRM developers, experiments

Timescale to resolve: 1 year
Immediate Response: Try to optimise the use of the system

Ongoing Response: Buy more disk, add manpower to the SRM work
Event 5: JANET suffers a major failure and all network traffic in the UK is disrupted

Immediate Consequence: Data movement in the UK is slowed or stopped

People involved: JANET, PMB, experiments

Timescale to resolve: 1 week
Immediate Response: Stop non-critical transfers, throttle others

Ongoing Response: fix the network

Event 6: Many dteam members resign in a limited space of time

Immediate Consequence: Lose day-to-day co-ordination of Grid operations and deployment

People involved: PMB, tier-2 sites

Timescale to resolve: 6 months

Immediate Response: Capture as much information as possible from departing staff, find interim cover from tier-2 admins and others

Ongoing Response: hire & train new staff

