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Introduction

As shown in the 2006 Outturn, the Tier-2 sites have delivered more CPU than agreed in the MoU and 55% of the agreed disk. They delivered 5.7 times as much CPU as in 2005 and 2.6 times more than the Tier-1. Usage of Tier-2 disk is still problematical. 
The Tier-2 effort is of particular note, having increased from 72% to 91% over the last year, with a full 50% of additional effort contributed by the institutes. 

Many of the operational aspects of the Tier-2s are discussed in the Performance and Deployment Reports but in this document we concentrate on the perceptions of the Tier-2s as seen by the (LHC) experiments and on some experiment specific monitoring. This will help us to ensure that the Tier-2s are suitable for serious use by the experiments in the coming months.
ATLAS
ATLAS is currently in the process of producing large Monte Carlo samples for the Computing System Commissioning exercises and the Full Dress rehearsal in 07Q3. The production in the UK suffered somewhat in the last two quarters from the disk space problems at RAL (as Monte Carlo samples are produced in Tier-2s but move to the associated Tier-1). There is also a slow roll-out of non-production activities in the UK. This has so far mainly involved ‘off-production’ Monte Carlo generation and only a little user analysis. The user analysis fraction is growing, but is limited by the data management tools limiting the availability of the desired samples.

There have been two major non-standard uses of UK Tier-2 ATLAS resource. The first is to provide fail-over capacity for the Run Time Tester suite that supports the software development. The second is the use of part of the Manchester farm for trigger emulation. Both were approved by the experiment and GridPP, and mainly used Grid submissions.
ATLAS has recently introduced some UK specific “User Analysis” testing. This system automatically submits user analysis jobs to all UK sites and monitors the output. There are currently three tests, a simple Hello World test that tests that the ATLAS code is installed at the site, an attempt to build a new Athena algorithm and a proper analysis job that tries to read a replica of some ATLAS AOD from the local Storage Element.

The results can be seen at http://hepwww.ph.qmul.ac.uk/~lloyd/atlas/atest.php and a snapshot is shown below. Each column corresponds to one job an hour with the most recent to the right. C (Current) jobs were still running at the time while S, F, A and X correspond to Success, Failure, Aborted and Cancelled (after 8 hours). The overall efficiency is slowly rising as problems from the New Year start up and other middleware, site configuration and ATLAS specific problems are resolved. In practice for a normal user the efficiency would be higher because jobs would not go to sites which repeatedly fail these tests.
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CMS
Testing of data access and analysis capability at Tier-2 centres was an important part of the recent CSA06 data challenge. This exercise, held in September / October 2006, was a formal 25% test of the entire CMS computing and software system, involving Tier-0, all Tier-1 centres and a large number of Tier-2 sites. Three UK Tier-2 sites (Imperial, Brunel and RAL PPD) participated, these corresponding to the largest concentrations of resource at CMSUK institutes.

CSA06 proved a full success, with many Tier-2 related milestones met ahead of target. Due to the relatively small computing resources allocated to CMS in the 2007/8 UK planning, the data transfer and analysis targets were correspondingly low. However, these targets were exceeded by a factor of five or more in many cases. The UK Tier-1 also succeeded in support several extra-UK Tier-2 centres. The summary plot below shows, for example, the typical rates achieved to Imperial. It is important to point out that the CSA06 success was achieved only through close, and often daily, discussions and cooperation between site administrators, CMS technical experts, and UK physicists. This model must be sustained during LHC data-taking, and CMS as a whole remains sceptical at any approach that aims to replace such informal contacts with a formalised system of ‘uniform interface’ to T2. Such an approach is to misunderstand the nature of the requirements on T2 during data taking, which is strongly centred around pragmatism, flexibility, and close contacts with end-users.
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Traffic into the London Imperial Tier-2 site, mainly from the RAL Tier-1. The CSA06 transfer target was 20MB/s.
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Monitoring plot of ‘transfer quality’ by PhEDEx during CSA06. Low quality is exhibited by some Tier-1 to Tier-2 connections, due to a combination of local difficulties at non-UK Tier-1 sites and network instability.

Whilst much work remains, CMS is therefore confident that the four UK Tier-2 sites (all within London and SouthGrid) offering substantial resources will be operational at the required level by data-taking in 2007. We note that the substantial resources at Bristol (provided via a share of a central University cluster) are yet to become available, though this project is on schedule.

There remain concerns, however, at the workload placed upon site technical staff by the necessarily complex CMS data management system. While this may be handled through close interaction between CMS collaborators and site administrators at the local level within CMSUK institutes, it is not clear how this approach can be extended to allow a fully ‘Grid-like’ approach using all Tier-2 resources in the UK. We note that London Tier-2 has achieved some early success in using non-CMSUK-institute resources for Monte Carlo production, at the cost of significant effort. We hope to sustain this approach, though it is likely to be some time before full analysis may be run at ScotGrid or NorthGrid sites unless a voluntary contribution of effort is made from the centres themselves.

The CMS Tier-2 centres will be continuously used from Q107 for Monte Carlo preparation as well as user analysis, with a key focus being CSA07, at 50%-of-2008 test scheduled for June / July 2007. During Q107, we also hope to recommence exhaustive testing of T2-T1 international inks – recall that the CMS Computing Model requires a many-to-many connection between Tier-2 and Tier-1 centres. Measurements of the real-world available bandwidth will be invaluable in refining our operational model for 2007/8, and establishing where network ‘slow spots’ need to be addressed.

LHCb
The LHCb data challenge DC06 started in May 2006 and is likely to finish in April 2007. LHCb’s aim during this exercise is the following

· Simulation of Monte-Carlo at CERN and all Tier-1 and Tier-2 sites.
· Distribution of RAW / DST data between CERN and the Tier-1's 
· Reconstruction/stripping at Tier-1's including CERN 

UK experience during DC06 has been generally good. The Tuesday deployment team meetings over VRVS have also helped in improving our communication with the Tier-2 site representatives. This has generally provided quick solutions or at least an understanding of the problems faced by either site. A short summary of these issues follows for the important (CPU providing) centres.

ScotGrid: There was one recurring problem with Glasgow. When their new CE was brought online in October, LHCb jobs were not able to run there because the software could not be properly installed. This has now been traced to a firewall issue blocking the download of our software. The corresponding CERN web-link has been being opened up for downloads and there are no longer major problems.

NorthGrid: Manchester and Lancaster have been excellent sites for producing output, providing CPU resources on par with many Tier-1 sites. Liverpool is not being used by LHCb because it is under maintenance but has previously provides us with a lot of events.

London: QMUL was down for about 10 days during and after the Christmas break due to a power failure. Brunel, RHUL and QMUL are an excellent source of CPU power when they are up and running.

SouthGrid: We are not running in Cambridge because of problems with the integration of their batch system (CONDOR) with the Grid submission. All other sites run OK.
In general most sites in the UK have been operating seamlessly with LHCb software getting installed automatically with the main exceptions given above. In addition to the above site-specific problems, there were the following problems from LHCb which led to local problems

· Usage of sse compiler optimisations in November which left the LHCb software unable to run on PIII and a few other architectures. This was solved by removing the optimisation in December

· SE problems at CERN / Tier-1 sites which led to file transfers from the worker nodes to the destination SEs to fail. This is being taken up in the CERN operations meeting as the problem has been particularly severe in the New Year.

· The above problem became worse because of a slow VO-box mechanism used to distribute the files. This process dealt with requests sequentially, waiting for a transfer to finish before moving on to the next one. This has now been fixed to run in a multi-threaded mode and is currently undergoing extensive tests.

An upcoming problem as regards running jobs involves implementing the glexec mechanism to prioritize jobs on the various sites. This is being looked into by the deployment team as a simple method of letting the experiments dynamically change the priorities of the jobs they run on the grid, depending on their changing needs.

At the RAL Tier-1 centre, the CASTOR storage system has been declared a production system and the upcoming challenge is to validate this system for LHCb and ensure it is properly tuned so that the LHCb jobs can run on it without problems.

Finally, a simple summary of the various sites and the data produced in them for LHCb is given in the table below. This gives a quick overview of the contribution of the various UK sites and the overall importance of UK to LHCb. Not included here is the reconstructed data at the RAL Tier-1 centre which constitutes about 30% of the total reconstruction and stripping effort in LHCb.

	Site Name
	Total Jobs
	Events
	Output Data (GB)
	CPU Time (h)

	LCG.BHAM-HEP.uk
	874
	217424
	106
	23967

	LCG.Bristol.uk
	56
	19500
	7
	2402

	LCG.Brunel.uk
	17580
	4825568
	4731
	377721

	LCG.Cambridge.uk
	13283
	6500
	2
	924

	LCG.Durham.uk
	2785
	786429
	298
	64051

	LCG.Edinburgh.uk
	2508
	76902
	85
	6447

	LCG.Glasgow.uk
	6824
	1254744
	835
	133630

	LCG.Imperial.uk
	3701
	1428441
	787
	66812

	LCG.Lancaster.uk
	8213
	1442484
	3838
	152738

	LCG.LeSC.uk
	789
	1500
	0
	2858

	LCG.Liverpool.uk
	18318
	3346362
	1406
	383869

	LCG.Manchester.uk
	50850
	14380268
	15023
	1009911

	LCG.Oxford.uk
	4914
	1545055
	655
	90529

	LCG.QMUL.uk
	33422
	9594169
	4733
	577951

	LCG.RAL-HEP.uk
	9643
	1214716
	4848
	160177

	LCG.RHUL.uk
	8165
	1698812
	1388
	143162

	LCG.Sheffield.uk
	11051
	2598426
	4071
	140871

	LCG.UCL-CCC.uk
	3485
	0
	0
	1

	
	
	
	
	

	LCG.RAL.uk (Tier-1)
	68043
	18132795
	19138
	1404294

	UK Tier-2 total
	196461
	44437300
	42820
	3338028

	All UK
	264504
	62570095
	61958
	4742322

	All Grid
	895637
	206208314
	211928
	16040022
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