
UKQCD Proforma-2: Future Plans

The contact persons should circulate drafts based upon the proposal and subsequently submit:

1. a brief (1-2 pages) overview of the work you envisage in the GridPP2 period including any connection to work done in GridPP1

Through GridPP1, UKQCD has developed a multi-Terabyte storage system over four UK sites. This distributes data across sites robustly, efficiently and transparently and provides an efficient and simple mechanism for accessing and retrieving this data through the metadata catalogue. 

One of the next big challenges associated with this system involves the integration of the I/O and data-handling systems of UKQCD’s purpose built supercomputer (QCDOC). The prototype QCDOC machine (1 Tflops sustained) is now expected to produce the first data at the Spring of 2004. Small 128 processor test systems are now being successfully operated). The full 5 Tflops machine is expected in mid/late 2004. While integrating this system with the data grid is a relatively simple task, the huge amount of data this system will generate, and the speed at which it will be generated creates an interesting challenge. Hence a task jointly facing our application programmers and grid technical staff is the implementation, within the new software, of automatic generation of metadata marked up in QCDML alongside numerical data generation. This functionality is generally known as data binding. Some generic open source tools for this exist. However these are currently only in Java, so we plan to investigate strategies for adapting and merging these with C++ software.

In addition to the data management software, we have also started to develop a job submission system, to allow QCD scientists to submit jobs to a range of computational resources across the country. There is currently a prototype of this software, which is expected to be fully operational by the end of the GridPP1 funding. In GridPP2 the challenge will be to further develop this software into a production tool, focusing on further integration of the software with products such as the EDG software and on expanding the range of systems and codes available to QCD physicists on the grid. We expect this job submission system to be of value to other groups of theorists and phenomenologists with similar requirements.
While QCDGrid allows lattice QCD scientists to share data efficiently across the UK, it is essential that data sharing occurs at an international level. For example, one of the major challenges in the lattice QCD community is to reduce systematic errors due to unquenching (target errors under 5%). This requires calculations that run for Teraflops/Petaflops years and produce Terabyte data sets. This level of calculation is only feasible through international collaboration. Data must also be shared to check the different systematic errors by comparing the results from different formalisms.  To achieve this, we must develop better grid software, which enhances the federation of national lattice QCD data sets. 

Hence, following the first successful phase of the QCDGrid project, UKQCD founded the International Lattice DataGrid (ILDG) project. This involves a collaboration of physicists and computer scientists from all over the world (UK, Japan, USA, France, Germany, Australia and other countries).  This group is working on standards to allow national data grids to inter operate, which will provide significant benefit to lattice QCD scientists worldwide, by allowing data to be accessed and shared easily across continents.  Within GridPP2 we aim to expand and develop the QCDGrid software to provide a simple and easy mechanism for scientists from other continents to browse our lattice QCD datasets and for UKQCD scientists to browse and locate lattice QCD data via other QCD databases in e.g. Japan and the USA.

To achieve this, we will begin by developing an integrated and easily accessible replica catalogue across multiple sites (and continents). QCDGrid is built on top of Globus 2.0, one of the most extensively used grid middleware packages. Recent developments in grid middleware have however focussed on the integration of web and grid services, with Globus 3.0 providing a grid middleware system based on these services. Hence our multiple continent replica catalogue will be based on a set of stateless web services. This will appear as one single replica catalogue but will in fact be a distributed set of replica catalogues, including QCDGrid’s own catalogue.  Under GridPP2 we will develop the replica catalogue web service and browser on top of our replica catalogue, and then extend it to utilise replica catalogues in the US and Japan. A design document for this catalogue is currently under development within ILDG.

In addition to the replica catalogue, we will also develop a distributed metadata catalogue using stateless web services. Once again, this will integrate with the QCDGrid software, allowing lattice QCD scientists to search QCDGrid’s metadata catalogue easily. This service will hold metadata (information) for each data file or data set on the cross-continent ILDG grid.  The metadata structure and content of gauge configuration data has been defined by the ILDG metadata schema, which was developed from the QCDGrid metadata schema originally developed by UKQCD under GridPP1 and this is being extended to derived data sets. Initial work will focus on developing the web service on top of the QCDGrid metadata catalogue, before extending this to integrate with other cross continent metadata catalogues.

The final aim is to provide a mechanism for cataloguing, browsing, locating, and retrieving valuable lattice QCD datasets from various lattice QCD databases and grids.  This will form a grid-of-grids spanning multiple national collaborations, and will be sufficiently flexible to incorporate a variety of grid systems.  
2. explicitly defined deliverables, including dates, for the GridPP2 period;

This should be based on the input you gave to the GridPP2 proposal but you have the freedom to change plans at this point. The granularity of these deliverables should be roughly one or two every 6 months per FTE of effort

	QCDGrid2 Deliverables


	Due

	Extend the pilot QCDGrid job submission software to incorporate a range of additional systems,  (in particular QCDOC front end), codes and features (for example resource brokering). 


	March 05

	Demonstrate XML mark-up within main QCDOC production codes


	March 05

	Demonstrate prototype web service implementation of the replica catalogue, built on top of the QCDGrid replica catalogue, including web interface 


	Sept 05

	Demonstrate prototype web service implementation of the metadata catalogue, built on top of the QCDGrid metadata catalogue, including web interface 


	March 06

	Demonstrate prototype web service implementation of the recursive replica catalogue, over 3 continents (time 6 months, effort 4 months)


	June 06

	Demonstrate prototype web service implementation of the metadata catalogue, over 3 continents (time 6 months, effort 4 months)
	Sept 06

	Demonstrate web service based compute grid solution of the metadata catalogue and replica catalogue across UK and non UK nodes (6 months effort).
	March 07


3. if applicable, the proposed arrangements for leading the area and meeting the deliverables agreed between a consortium of institutes. 

Within QCDGrid we hold a series of regular videoconferences (roughly every month involving Liverpool, Edinburgh and Swansea) to report on progress and discuss future direction. In addition we have a UKQCD mailing list for technical discussion.

The project has a project manager, who is responsible for organising and planning the technical work and reporting on the project. The project also has a technical reviewer, whose main role is to ensure the conceptual integrity of the software at the design and implementation level, to watch for emerging risks in the project and to track changes. 



























































































































































