Proforma 2: The BaBar GridPP2 programme  

(Revised version)

During GridPP1 we developed submission mechanisms for BaBar computing jobs with different flavours of grids.  In GridPP2 we intend to roll this programme forward, to extend the existing grid activity by improved interfaces and more functionality, and to initiate new activity in the field of simulation production. 

Specifically we have produced

1. An easy-to-use VO system, with a maintenance system for gridmap files, and generic accounts enabling any BaBar grid user to run at any BaBar grid site.

2. A specially modified version of the meta-data catalogue (SkimData) in order to discover the locations of the required data.

3. A graphical interface to access this catalog

4. A command line interface that submits Babar jobs to the testbed of the European DataGrid (EDG) Project.  

5. The ability to capture the .tcl and other necessary BaBar files and tarball them into the input sandbox

6. A ‘job splitter’ that splits a complete analysis into manageable jobs, submits them to the Resource Broker (which locates an appropriate compute element), runs the separate jobs, and combines the outputs.

7. Development of afs as an alternative to get round the input- and output-sandbox problems.

8. A simple globus-based job submission system, less fully featured than the EDG method but more robust.

9. Adaptation of the GANGA GUI for job preparation, submission, monitoring and output retrieval for both the EDG and the globus submission mechanisms.

All of these work. The afs /globus system has run ‘real’ analysis jobs on ( pair data stored at Manchester, RAL and Bristol, and produced merged results. The EDG based system has run the standard J/( analysis, split into several hundred jobs. However they are not yet reliable enough to be a useful tool within the BaBar collaboration.   Performance studies of the 1.4 EDG release initially showed that 40% of jobs failed due to middleware problems, and even when this release was hardened there was still a significant failure rate. The simpler afs/globus system is more reliable and is actually used by a few determined physicists for analysis, but is still a long way from reliability. However the work that was done in building these tools will allow them to be updated and deployed as EGEE/LCG test-bed stability improves, and the pace of ‘minor’ changes moderates. So a prime concern is to improve the stability of our software – in future EGEE/LCG will provide a more stable test-bed, with annual major releases and only bug fixes in between. It is therefore reasonable to hope that the tools already written will start to become generally useful to BaBar physicists, and require only minor updating. 

Now that we have the perspective of GridPP2, we can expand our programme to include new goals. For us these are:

· Extension of the general job framework to the more specific case of large scale Monte Carlo production.  Here the has UK led the collaboration, thanks to the JIF PC farms, but job submission, bookkeeping and output retrieval across many sites has proven labour intensive. We need a grid based system to allow production to be run by a small number of people.  This production will place a significant load on the Workload Management System (WLMS) of the EGEE/LCG testbed, and stability is also important here. In contrast to the LHC large-burst data challenges, BaBar requires a steady production of millions of simulated events per day over a period of many months. There are also similarities: definitions of data to be produced are sent to the execution site, background is mixed in with the simulated events, a conditions database is needed and output data is moved to a suitable location and its presence registered in a metadata catalogue. This project is thus excellent preparation for simulation needs of LHC experiments in the mature phase.  

·  Extension of the BaBar VO from the ‘BaBar’ sites – RAL and universities – to the new Tier 2 centres. The BaBar user community will want to use the capacity available at these sites, and the grid will be used as the (only) means of access.

· Investigate the use of web services for monitoring job progress 

· We need to find ways of running BaBar jobs at sites which have spare capacity but  will not have the standard BaBar environment available  - for example we would like to run at all the NorthGrid sites, not just Manchester and Liverpool.

· Development of the job submission systems, merging them into one, to have easy-to-use GUIs, job monitoring, auto-resubmission, and other useful features and attract and maintain an increasing user base. 

We request two posts, one for distributed analysis and one for distributed Monte Carlo production.

The Distributed analysis post would be a continuation for the Manchester post currently held by Alessandra Forti. She is actually moving to the Tier 2 centre, but will still be available for consultation.  Much of the existing job submission scheme is based at Manchester (Andrew Macnab, Roger Barlow, Mike Jones). 

The Monte Carlo production post would be held at Bristol.  There is a lot of BaBar expertise and activity here both for existing production and data handling (Fergus Wilson, Nicole Chevalier) and for the grid (Marc Kelly, Tim Barrass).  There is also SP expertise and activity  for LHC experiments (Nick Brook and Dave Newold). Siting the post here would thus provide a direct link between baBar and the LHC experiments.

The current management system: day to day responsibility with individual PIs, a BaBarGrid forum for interaction, with the BaBar UK Steering Committee in ultimate control, is working well and would continue.

Deliverables

For the SP post

Year 1:

BaBar SP jobs running on most Babar farms and some Tier 2 centres.

Simple grid based system, with LCG software used where possible

The grid being used for job monitoring information 

Grid enabling of BaBar  Task Management Tools

Year 2:

BaBar SP jobs running on all Tier 2 centres

LCG products used throughout

A Resource broker being used to direct jobs to centres

Events sent directly to a SLAC SE

Grid-enabled distribution of BaBar software

Year 3: 

BaBar SP a major activity at all Tier 2 centres

Events sent directly to nearest Tier 1  SE  

Extension of the system to several non-UK sites

A complete system in place so that a fraction of an FTE can run production.

For the Distributed Analysis post

Year 1

Grid-accessible metadata for the new computing model

Extension of BaBar VO to at least one tier 2 site

Develop system using LCG software

Investigate portals (from BaBar viewpoint) and write report

Support core of users doing analysis on UK sites using the Grid

Year 2:

GUI and interface to job submission system for grid accessible metadata

LCG version of BabarGrid becomes standard (as early as possible).

Either adapt existing portal or create one specifically designed for Babar

Extension of VO to all Tier 2 sites

Year 3:

User support to ensure large base of BaBarGrid analysis users.

Additional features and functionality in response to user requests

Report on BaBarGrid Job submission for physics analysis

