Proforma–2: ATLAS Grid Application requirements
Section A: Future Plans
The ATLAS future plans for the integration of applications into the Grid infrastructure build on the existing successes with the GANGA project and ATLAS Grid production tools.  As such, this document describes the plans and deliverables that form the ATLAS-specific additional tasks that are to be layered onto the GANGA core. It is also coherent with the planned ATLAS non-Grid applications work in the UK, most notably supporting the ATLAS visualisation effort ATLANTIS, which is lead from the UK. The proposed activities fall into the following main areas, which are all driven by the need to add distributed analysis capabilities to the continued development of the Grid production systems:

1) The integration and verification of LCG toolkits in the ATLAS environment and the required Grid-implementation driven modifications to the GANGA components.
2) The support for the required metadata systems and tools
3) The continued development of the ATLAS-specific Grid tools, including the development of GANGA application handlers and the configuration editor, JOE, and the integration of the ATLANTIS visualisation system into the Grid.

Integration and verification of LCG Releases
While it is to be hoped that the experiment-specific testing, verification and customisation required for each LCG release will decrease with time, it is clear that this will require substantial effort for some time to come, and will never reduce to zero. The shortfall in ATLAS core effort is well established, and the UK contribution to this activity, funded by GridPP, has been vital in recent years. This is one case where the location of a key worker away from CERN has great advantages, as they can easily assess the problems that have not already emerged in CERN-based testing within the LCG.

GridPP already half-funds a post that previously worked in the ATLAS-EDG team and is now a key player in the ATLAS-LCG team. It is proposed that his considerable achievements in the development of testing suites and exercises, bug discovery and resolution and LGC integration continue. The integration effort will be extended to include the required modifications and maintenance of the GANGA components to support each LCG release. This will more closely integrate the effort with the GANGA team. It is also proposed that as a vital aspect of the verification process he continue his work with the running of the Data Challenges in the UK and elsewhere, as these are explicitly constructed to test the Grid toolkits and the ATLAS Computing Model. 
ATLAS Distributed Metadata Services and Tools

In the next few years, the ATLAS experiment, along with other LHC experiments, is facing a dramatically increasing data volume from large-scale Monte Carlo production in the upcoming data challenges, as well as test beam results and, soon after the end of GridPP2, real data pouring out of the detector itself.  At the same time, the collaboration is increasing in size and geographic distribution, and the demands for highly distributed and yet cooperative analysis only becoming greater. The capability to organize the data so that users across the globe can find relevant parts thereof and track their histories is key to the success of the experiment, and perhaps the most challenging aspect of distributed data analysis.  It is recognized that the current infrastructure does not provide the necessary capabilities, and indeed the issue of data describing data (``metadata'') and metadata/grid integration has recently been identified as a principal concern by the coordinator of the ATLAS data management project.

The current ATLAS Metadata Infrastructure (AMI) project has produced a prototype bookkeeping schema and browsing tools, and we propose to work with the AMI team to extend the project into the web services framework and build up a distributed database that will fulfil the global analysis needs of the experiment. The schema will be extended to track the provenance of the data, transformations thereon (based upon the work of the Chimera project), and links between RAW, AOD, ESD, and TAG data, and that this rich metadata will be accessible to physicists via Ganga, the joint ATLAS-LHCb grid-enabled analysis framework and user interface.  
The RAW, AOD, ESD, and TAG data hierarchy is pre-defined to contain an order of magnitude less data per event at each level to enable efficient selection of interesting events. (This would be done by searches of relevant information contained in a few hundred words of TAG data per event.) Bunches of events are collected in (typically GByte) files.  In order to utilise additional resources and minimise data analysis time, Grid replication mechanisms are currently being used at this file level. However no standard technique exists for maintaining the relationship between the RAW, AOD, ESD, and TAG event information distributed on the Grid. This is the essence of the data navigation problem to be addressed by ATLAS; the required replication and optimisation developments should, however benefit many communities.

Consideration of the distributed nature of ATLAS physics will be critical to designing a scalable, efficient metadata service and infrastructure, especially in the case of individual physicists generating their own metadata for the purpose of sharing results within the global collaboration.  We will explore areas of common interest with LHCb and other experiments. Finally, we will use the extending AMI system to catalogue Monte Carlo and test beam data, and ultimately be ready for data taking when the LHC turns on.

Effort directed towards the development of distributed ATLAS metadata would leverage significant expertise nurtured by GridPP. In particular, UK groups have had significant involvement in the EDG's WP2 and the Spitfire project, which aims to implement one of the first OGSA-DAI compliant distributed database middlewares.  The UK has also played an important role in SAM, the joint distributed data handling infrastructure of the running experiments, CDF, and DØ.  GridPP can therefore play an important role in transferring the lessons learned by the running experiments at the Tevatron to the future experiments at LHC.

The AMI team welcomes input on both fronts.  In addition, this effort would support the continued leadership of Roger Jones (Lancaster) in the ICB and in defining the experiment's computing model, and significantly enhance the usability of Ganga, in which the UK has made a considerable investment.
Grid Tools, Visualisation Grid Integration

In GridPP1, the UK played a major role in the construction of Grid production tools for ATLAS, and especially for the Monte Carlo production system. It did this by the construction of a development test frame, AtCom, and to the subsequent tailoring of GANGA to cope with typical ATLAS production tasks and applications, such as Athena/GeneratorModules, ATLFast and DICE. The production system is, however, evolving as a consequence of the changing Grid middleware and environment. Many of the production system future requirements will be met in part by the metadata developments described above, although our primary motivation in that context is distributed analysis. However, beyond this there will also be required increases in functionality of the production system as the Grid usage becomes more extensive and sophisticated with growing functionality and stability of the Grid middleware, and the ATLAS-specific layers above the Grid middleware. There also remains a substantial task of maintaining the production tools in the light of new LCG and other releases. 
A key element of the production tools, which will also be essential for the distributed analysis, is the Job Options Editor, JOE. This plug-in is added to frameworks such as GANGA to allow the dynamic configuration of the applications being run by editing the job options. Where knowledge of the application is available, it restricts the editing possibilities to prevent inconsistent configuration combinations and to guide the user. While primarily developed for GAUDI/ATHENA applications, it is being generalised to handle other types of application. While developed with ATLAS effort, this element has been warmly welcomed by LHCb, who have made various requests that are to be met by the continued effort. The ATLAS software suite continues to develop, and each new application (such as the analysis framework, ARTEMIS, and the visualisation framework, ATLANTIS, both UK responsibilities) would be greatly enhanced by specific code in JOE.
In a similar way, each new application requires a new ApplicationHandler in GANGA. While a simple handler is very simple to produce, once again the performance is much improved by a more sophisticated class instantiation in each case. More importantly, there will need to be a continuing effort in tailoring GANGA to track the evolving metadata and data-management tools (developed largely within this project).

One specific area where particular effort will be required for Grid integration is visualisation, performed by the non-ATHENA ATLANTIS package. The events to be viewed will be distributed over a wide area, selected by the metadata tools. Ideally, the processing to display and manipulate the events would similarly be distributed. GANGA provides a suitable mediator for Grid-based visualisation, but this requires more than the usual effort for an ATHENA application. The details are given in the deliverables given later, but the first stage would be the definition of an XML schema for the exchange of information between ATLANTIS and GANGA. A simple GANGA implementation would then be created by ‘harvesting’ events, concentrating them at one site and then driving their display. This would later be supplemented by a system where the processing is cloned, each event being processed at a brokered resource near to the storage. The ATLANTIS core effort is moving the programme to use socket technologies. This can be used in the Grid integration to move to Grid services, probably via web services.
Section B: Schedule of Deliverables

B1. Validation and Integration Deliverables, Grid Production tools. (0.5 FTE)
Scheduling deliverables in this context is not easy, as the LCG releases are only planned until the first year of this project. The EGEE release timescale does not yet seem well resolved. However, it is clear that new releases will occur, probably with a lifetime of approximately one year.

1) 3 months: Integration and validation of LCG-3 release. (Metric: Document) 
2) 6 months: Production on LCG; GANGA modules revised for LCG3 operation. (Metric: events produced, software releases)
3) 18 months: Distributed analysis using LCG release in DC3. Integration, validation and production on latest LCG release. (Metric: Demonstration and at least 10 adopters giving feed-back). 
4) 27 months: Distributed analysis and production in DC4/Commissioning run. (Metric: Analysis job submission, 90% or greater success rate.)
5) 30 months:  Integration, validation and production on latest LCG release (Metric: A demonstration of production-quality - minimum 98% success rate -  MC generation on the Grid)
6) 30 months: Revised production tools using the latest LCG release. ATLAS Grid analysis tool physics-ready release. (Metric: software release) 
7) 36 months: Validation of LCG processing and analysis of real data. (Metric: Report, data processing using Grid tools.)

B2. Distributed Metadata Deliverables (1 FTE)
1) 3 months:  web services based interface of AMI (which will be commenced before PM0)

2) 6 months:  release of benchmarking suite for web services interface to AMI; prototype Ganga interface for reading. 

3) 9 months:  Evaluation of initial web services interface to AMI for TDR using benchmarking suite; proposal for schema extensions for provenance and links

4) 12 months: enable access to DC3 data; TDR-compliant release and documentation.

5) 15 months: document of extensions for user metadata writing capability.

6) 18 months: re-evaluation of AMI from DC3.

7) 21 months: user metadata writing capability code and user documentation in commissioning run.

8) 24 months: prototype distributed metadata service with Ganga interface, delivery middleware, and web services interfaces

9) 27 months: Evaluation of ATLAS metadata services in commissioning run/DC4.

10) 30 months: production release

11) 36 months: revised production release incorporating user feedback and updated documentation

B3. Grid Production Tools, Visualisation Grid Integration Deliverables (1 FTE)

1) 3 months: Final full release of GANGA-based Monte Carlo production system.  AMI and MAGDA plug-ins. XML schema for ATLANTIS/GANGA job exchange (Metric: software release, document) 
2) 6 months: Web-portal version of the MC production tool. First release of ATLANTIS plug-in. (Metric: events produced, software releases)

3) 9 months: Feature updates of MC production tool. (Metric: software release)

4) 15 months: Review of requirements on JOE, including requests from external clients. ATLANTIS plug-in using the ‘harvesting’ model for DC3 data and the metadata tools. (Metric: document)
5) 18 months: Revised production tools using LCG release in DC3. (Metric: software release) 

6) 21 months: JOE V3.0 release, including auto-completion, Job Option mailing and cloning. JOE documentation. (Metric: software release, documents)
7) 24 months: ATLANTIS scripting/CLI support and quick preview facility. (Metric: software release)
8) 27 months: ATLANTIS plug-in using prototype metadata service and distributed processing, documentation. (Metric: software release)
9) 30 months: ATLAS Grid analysis tools physics-ready release. (Metric: software release) 
10) 33 months: Evaluation of ATLANTIS plug-in based on real data experience. (Metric: document)
11) 36 months: Revised Grid tools and plug-ins based on real data evaluation. (Metric: software release)
Section C: Management Plan
The management structure of the proposed subproject is largely already established. 
It is envisaged that 0.5 FTE of the effort for deliverables B1 would come from Frederic Brochu at Cambridge, who is well established in the Grid tool verification and integration activity. 
We propose that 1 FTE of the metadata effort would come from the replacement for Mike Gardner (dcd.). This post would be put to tender as with the GridPP1 posts, and selected by an independent panel. This work would also have a generic effort, and so serve other communities. Two strong contending groups have already been identified. Given the nature of the problems, it is to be hoped that any extra effort required can leveraged by joint work with other experiments, which will face similar challenges.
The 1 FTE required for the Grid tools (production, GANGA application handlers for ATLAS applications and JOE) and the Grid integration of ATLANTIS would sensibly come from Alvin Tan, who has great experience with GANGA, with the Monte Carlo production tools, and is the originator of JOE. This effort would integrate with the ATLANTIS effort in the ATLAS main UK programme, some of which will be based in Birmingham. We note that work for ATLANTIS is, at present, ATLAS-specific, but there is discussion of ATLANTIS becoming a more generic tool for experiments under the LCG framework. If this were the case, this requested effort would serve the wider community and count as an LCG contribution.

The ATLAS-specific effort would continue to be directed by the ATLAS UK Computing Project Leader (currently Roger Jones), as a special work package of the wider ATLAS UK Computing programme. The same person would co-manage the GANGA core effort (with his LHCb equivalent), and the two subprojects would be managed as an integrated team. (Alvin Tan has already in effect been working as a member of the GANGA team in GridPP1). Day-to-day management will come from the local PI. The posts would report internally in central ATLAS to the Distributed Analysis Coordinator, the Production Tools Coordinator and the Graphics and Visualisation Coordinator. The progress would also be reported and discussed in the ATLAS UK PEB and PMB, and be included for information in the reports to the ATLAS Oversight committee. 
